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Abstract
This article gives an overview introduction to Simultaneous Localization And Mapping (SLAM), i.e.,
probabilistic methods to generate a 2D or 3D map of unknown areas under imperfect localization. The
article provides a survey of the theoretical basis of SLAM as well as the core background information
about the underlying techniques for implementing actual SLAM systems.
Keywords: localization, mapping, registration, uncertainty, optimization, robot, Geo Information
Systems (GIS), autonomous driving, mosaicking
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Introduction

Simultaneous Localization And Mapping (SLAM) deals with the chicken and egg problem of building
a map, which requires localization, while using this map for localization. The term SLAM is used
for the problem itself as well as for the algorithmic solutions trying to solve it. The term originated
in the robotics community but there are strong links to other research areas where the problem
is also investigated, respectively where SLAM algorithms that originated in robotics research are
used for other mobile systems than robots. Examples include Geosciences, especially Geodesy and
Geomatics, or Automotive Engineering, especially with respect to building road databases for car
navigation systems and the increasing trend towards autonomous driving. In general, the task is to
localize a mobile system, which may have any kind of propulsion system. Application examples hence
cover all forms of ground, aerial, and marine robots. But applications of SLAM also include human
operated vehicles like cars or the option to place a sensor suite manually at different locations in the
∗

The authors are with the Dept. of Electrical Engineering and Computer Science, Jacobs University Bremen, 28751
Bremen, Germany. a.birk@jacobs-university.de

1

environment, e.g., in surveying applications. SLAM has also been performed in multiple applications
using pedestrians as mobile platform or while moving sensors by hand around objects. In the following,
we will refer to the to be localized platform simply as the “robot” for the sake of convenience.
The robot has at any moment t in time a 6 degree of freedom (6-DoF) position and orientation in 3D
space - or short pose xt - consisting of its Cartesian coordinates and its Roll-Pitch-Yaw (RPY) angles,
i.e., xt = (x0 , x1 , x3 , θR , θP , θY )T . We assume without loss of generality that x0 = 0. Historically
and from the viewpoint of a significant amount of application examples, a substantial part of SLAM
research concentrates on only 2D space, i.e., a 3-DoF robot pose with xt = (x0 , x1 , θ)T .
The robot has one or multiple sensors with which it observes its environment. The sensor readings
at time t are denoted with zt . The sensor readings are processed into a map mt . There are in principle
two different ways in which environment observations can be incorporated into SLAM (Fig. 1). First,
the environment sensor(s) can recognize and localize natural landmarks, i.e., environment features that
can be identified at fixed locations. This can for example be a visually distinct spot in the environment
that is detected and localized via a stereo camera on the robot. Two subsequent observations of this
landmark at times t and t + 1 allow to estimate the relative motion δxt of the robot, i.e., the relative
change in poses that is denoted as follows: xt+1 = xt ⊕ δxt .
Second, there is the option to use registration, i.e., methods that spatially align sensor data based
on the content of the data. For example, a laser range finder (LRF) scans a sector of the environment to
generate a profile of the ranges to the nearest obstacles. Two subsequent scans can then be registered
by finding the spatial transform - and hence relative motion δxt of the robot - that leads to the best
match of the two scans. While both approaches can on a highly abstracted level be formally treated
as the same, they nevertheless influence the way the actual maps are represented and which form of
SLAM algorithm is most suited for solving the problem as discussed in more detail later on.
In addition to perceiving the environment, the robot can use internal sensors and its control inputs
in combination with suited models to estimate its poses. This information is denoted with ut , i.e., just
like the standard notation for a system’s control inputs. For example, the motor control inputs for
a robot with a two-wheeled differential drive can be used in combination with an according forward
kinematics model to estimate its motion. An Inertial Navigation System (INS) or a compass can be
used in addition to augment the accuracy of these motion estimates.
An essential element of SLAM is to consider the uncertainty of each motion estimate, respectively
of each pose estimate derived from it. We can therefore associate a probability distribution P (xt )
for each time step t. The robot’s motions over time or short trajectory from the start t = 0 to a
moment t = k leads to a sequence of poses or short a path that is denoted with x0:k . The related
environment observations, control inputs, and maps are accordingly denoted with z0:k , u0:k , and m0:k .
Each sequential motion estimate increases the uncertainty in the robot’s localization. Fig. 2 shows an
example where we assume a Gaussian distribution for the pose estimates. The Covariance in x0 and
x1 , i.e., along the Cartesian x- and y-axis, can then be illustrated using ellipses - the orientation θ is
omitted for the sake of simplicity. Each motion estimate introduces additional uncertainty and the
overall error grows in an unbounded fashion.
The second essential element of SLAM is therefore the exploitation of loop closures, i.e., the
generation of additional spatial constraints between a pose estimate xn and a previously visited location
xn−k with k > 1 (Fig. 3). Loop closures are based on environment observations, i.e., the non-sequential
re-observation of a landmark or the non-sequential registration of sensor data. Purely sequential
motion estimates would lead to an unlimited drift of the pose estimates as they add up errors in the
local coordinate frames of the robot. But this drift can be bounded by the loop closures that build
upon environment observations that provide so to say anchor points in the global coordinate frame of
the environment.
SLAM implementations usually try to exploit many loop closures that can be of different forms
(Fig. 4). There can be loop closures between pose estimates that are close in time, e.g., between
xn and xn−2 , which is often also referred to as tracking. This is especially very common when
landmarks are observed that are further away and that can be tracked over several time steps. But
more importantly, there can also be loop closures after the robot has traveled for quite some time and
returns to a previously visited place; these closures are essential in SLAM as they are a key element to
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Figure 1: Environment sensors can be incorporated in two substantially different ways to perform
SLAM. First, there is the option to recognize and localize landmarks, i.e., fixed unique locations in
the environment, to estimate the motion of the robot (top). Second, constraints can be generated by
registration, i.e., the spatial alignment of two overlapping sensor readings (bottom).
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Figure 2: SLAM uncertainty

Figure 3: SLAM loop closure

Figure 4: SLAM multiple loop closures
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bound the amounts of uncertainy and error that accumulate over time in sequential motion estimates.
One crucial question in SLAM implementations is when to attempt loop closures.
A naive trial for closures by iterating over all poses for pair-wise registration is usually not feasible.
One possible strategy is (estimated) spatial proximity, i.e., to attempt a loop closure when the current
pose estimate xn is spatially close to a pose estimate xn−k . The Euclidean distance may be used
for this purpose, but also other forms of spatial distance measure can be useful, e.g., to take the
field of view of the robot’s sensor(s) into account. A second option is to perform place recognition,
i.e., to measure the similarity of the robot’s current sensor data zn to each in the sequence of the
previous measurements z0:n−2 . If there is a high similarity, then a loop closure can be attempted.
Place recognition must obviously be very efficient, i.e., there must exist a very fast way to compute
the similarity in comparison to the computational cost for attempting a loop closure.
So, we can formulate the SLAM problem from a formal viewpoint as follows. Given a sequence of
sensor observations z0:t and control inputs u0:t , we want to find the most probable robot trajectory
and related map as:
x∗0:t , m∗ = argmax[p(x0:t , m|z0:t , u0:t )]

(1)

x0:t ,m

The implementation of SLAM systems is usually divided into two main parts, namely the frontend
and the backend. The frontend deals with application specific methods that generate the spatial
constraints, respectively detect and localize landmarks, which are then maintained and optimized in
the backend with generic algorithms. We provide in this article an application oriented introduction to
SLAM. We start therefore with a section that provides a general overview on the different techniques
and methods that can be used in a frontend for landmark detection, respectively for registration. It
is followed by a section that provides an overview on the generic algorithms that can be used for
the probabilistic optimization in the backend. Standard techniques in the backend assume that the
methods in the frontend produce noisy but in principle correct results. This assumption is often too
optimistic. Front-ends are challenged in many applications by the data association problem, also
known as correspondence problem, i.e., the challenge to find as many as possible correspondences
between the appearances of the same environment parts in the sensor data while rejecting (almost)
all sensor data that appears similar but originates from different environment parts. General methods
to mitigate this problem by handling outliers in generic ways as part of the backend, respectively in
a discrete optimization SLAM midstage are therefore presented in the final section.
Other introductions to and overviews of SLAM can e.g. be found in [1, 2, 3, 4]; an in-depth
treatment of the topic is provided for example in the book “Probabilistic Robotics” [5].

2
2.1

SLAM Frontend
Egomotion Estimation with Internal Sensors and Models

The problem of estimating vehicle motions has been studied since ancient times. The south-pointing
chariot is for example a Chinese device for which documentation from about 200 CE exists. It used
differential gears and a moveable pointer, typically in the form of a figurine, that indicated south
no matter which way the chariot moved. This global orientation measure could be combined with
translational estimates, e.g., in form of the number of wheel rotations between two orientation changes,
to estimate the location of the chariot. Variations of this principle can also be found throughout the
history of sailing where the stars, the sun, or a magnetic compass were used for estimating the
global orientation and methods for measuring time and speed were used for estimating the translation
component. This form of path integration by adding up motion vectors is known as dead reckoning.
For mobile robots, the process of estimating their motion from internal sensors - also known
as interoceptive sensors in contrast to exteroceptive or external environment sensors - is known as
odometry [6, 7]. Given motor control input ut , respectively actual motor speeds measured by rotational
encoders, the robots motion can be determined by forward kinematics. An important example is the
differential drive (also known as a kinematic cart), i.e., a robot with two wheels that can be driven at
different speeds. The control inputs, respectively measured speed, for the left and the right motor are
5

sampled at fixed time intervals δt. Given the mechanical set-up of the gearbox and the wheel diameter,
the motor-speeds can be used to determine the distance sl , respectively sr the left, respectively right
wheel traveled in the time interval. Given the constant distance b between the two wheels, the change
in pose δxt = (δx0 , δx1 , δθ)T can be computed as follows [8]:


s cos(θt + δθ/2)
xt+1 = xt + δxt = xt +  s sin(θt + δθ/2) 
(2)
δθ
with

sr + sl
sr − sl
and δθ =
2
b
An essential element in SLAM is the probabilistic treatment of the errors, which is hence also of
importance for the above motion estimate. This can be done as follows [8] assuming that
s=

• the two errors for each wheel are independent
• the variance of the errors of each wheel is proportional to the absolute value of the traveled
distance sl , respectively sr
Given two parameters kr and kl to cover probabilistic aspects of the motor drive and of the wheelfloor interaction, the following covariance matrix Σs can be assumed for the motion increment:


kr sr
0
Σs =
(3)
0
kl sl
The next step is of general interest for SLAM as it illustrates the use of the error propagation law
that describes the development of the uncertainties under the assumption that the noise is Gaussian
[9, 8]. Suppose we have a system with inputs x ∈ Rn and outputs y ∈ Rm that depend on the inputs
with function f : Rn → Rm . The covariance matrix of the input is denoted with Σx . Using the first
order Taylor approximation of the function f , the covariance matrix Σy of the output is given by:
Σy = ∇f Σx ∇f T

(4)

where ∇f is the Jacobian matrix of partial derivatives, i.e.,
 δf1
δf1 
... δx
δx1
n

.. 
∇f =  ...
...
. 
δfm
δfm
... δxn
δx1

(5)

The error propagation law from eq. 4 can now be used in our example of the differential drive
robot. Given the Covariance Σxt of the previous pose, we now want to determine the new Covariance
Σxt+1 of the new pose. The pose update (eq. 2) can be considered a function f (xt , sl , sr ) that is
linearized with a first order Taylor approximation, leading to a the following Covariance update [8]:


Σ xt 0
Σxt+1 = ∇f |xt sr ,sl
∇f |xt ,sr ,sl T
(6)
0 Σs
where the Jacobian ∇f |xt ,sr ,sl (evaluated at xt , sr , sl ) is given as
∇f |xt ,sl ,sr = (Jxt , Jsr , Jsl )


1 0 −s sin(θt + δθ
2 )

Jxt =  0 1 s cos(θt + δθ
2 )
0 0
1
 1
δθ
s
2 cos(θt + 2 ) − 2b sin(θt +
1
δθ
s

J sr =
2 sin(θt + 2 ) + 2b cos(θt +
1
b


J sl = 

1
2
1
2

s
cos(θt + δθ
2 ) + 2b sin(θt +
δθ
s
sin(θt + 2 ) − 2b cos(θt +
− 1b
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(7)
(8)
δθ
2 )
δθ
2 )



δθ
2 )
δθ
2 )







(9)

(10)

l
l
with s = sr +s
and δθ = sr −s
as above.
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b
While other forward kinematics and error propagation schemes can be derived for other types of
ground robots in similar ways, the situation is a bit more complicated for marine and aerial vehicles.
There, the use of pure kinematics is usually not sufficient anymore and it is necessary to model the
dynamics of the vehicles to get reasonable motion estimates from motor inputs - see for example
[10, 11] for marine and [12, 13, 14, 15] for aerial vehicles.
Odometry can be substantially supported by inertial navigation [16], i.e., the use of gyroscopes
and accelerometers as additional sensors. This holds especially for the estimation of orientation; in
particular in 3D. Even external environment sensors can support odometry, e.g., monocular cameras
that track visual features (see Sec. 2.2), respectively perform image registration (see Sec. 2.4) in a
sequential manner without loop closing. This is covered in a research area known as visual odometry
[17, 18].

2.2

Visual Features as Landmarks

The sequential motion estimation through odometry as presented in Sec. 2.1 leads to an accumulation
of errors that is in principle unbounded. As motivated in the introduction, one option is to use natural
landmarks as global reference points to bound this error. One very popular approach for landmarks
is the use of visual features, i.e., visually distinct locations that can be recognized and localized in
camera images. The approach is accordingly also known as Visual SLAM [19].
A visual feature vf i consists of a descriptor vf di and an estimated location vf xi in the environment.
Descriptors are as the name suggests vectors that describe the feature, i.e., that allow in combination
with a similarity metric sm() to decide whether multiple occurrences of a feature across multiple
images so to say look similar. In general, two matching features are denoted as a correspondence.
As the computation of descriptors for every pixel in an image is neither computationally efficient nor
useful - many pixels are part of areas that are not particularly unique and hence not recognizable interest points ipi = (x0 , x1 ) are usually computed in a first step to determine image coordinates of
distinguishable areas.
There are many options for feature descriptors [20] and it is an active area of research in computer
vision. A core element in almost all feature descriptors is the determination of the relative change in
contrasts, which is quite stable under illumination changes, in a small local area in an image. Ideally,
this is done in an invariant fashion, i.e., the descriptor should roughly remain the same even if there is
noise or if the image content, or the pose of a moving camera, is translated, rotated, or scaled. From the
application perspective, the main differences between descriptors are their robustness, i.e., the amount
of false correspondences, respectively of missed correspondences, in contrast to their computational
speed.
The Scale Invariant Feature Transform (SIFT) [21, 22, 23] is a very popular feature descriptor.
SIFT detects relative changes in local contrasts based on a difference of Gaussians (DoG), which
provides a computationally efficient approximation of the Laplacian. The input image is repeatedly
smoothed with a Gaussian filter and subsampled, which roughly corresponds to looking at the scene
from different distances and which hence introduces scale invariance. Differences in this Gaussian
pyramid are then computed and interest points ipi are determined at the image coordinates and scale
levels in the pyramid where the DoGs assume extrema. A heuristic is used to suppress an excessive
generation of interest points along edges.
For each interest point ipi , a SIFT descriptor vf di is computed at the according image coordinates
and scale. This descriptor is a histogram of local gradient directions that is stored in a 128-dimensional
vector. The scale invariance of the descriptor is achieved by normalizing this local area using scale
information from the detection of the interest point. Rotational invariance is obtained by determining
a dominant orientation of the gradient vectors in this area around the interest point. This dominant
orientation is then used for orienting the grid over which the histogram is computed. Finally, the
SIFT descriptor is normalized to a unit sum for contrast invariance.
The Euclidean distance can be used as the similarity metric sm() between two SIFT descriptors
vf di and vf dj . If the distance is below a fixed threshold, two features are assumed to correspond.
Through the use of k-d trees and their variants, a efficient nearest neighbor search can be performed
7

to find correspondences across feature sets [23, 24].
The Speeded Up Robust Features (SURF) [25, 26] can be considered to be a computationally more
efficient variant of SIFT based on Haar wavelets. While being significantly faster than SIFT, SURF
is reported in evaluations to be slightly less robust [27, 28].
As computational speed is an important element in many applications of visual features including
SLAM, the Harris Corner Detector [29] is a popular alternative as interest point operator in combination with descriptors like SIFT [30]. As the name suggests, the Harris Corner Detector responds to
corners in the image, which are usually very good indicators of visually distinct locations.
The visual landmarks do not only have to be recognized and matched over multiple time steps but
they also have to be localized to perform SLAM. This can for example be done using stereo vision [31]
that allows to determine the range from the sensor to the feature. An example is described in [32]
where a Kalman filter is used as backend (see Sec. 3.1) to perform the optimization. This leads to maps
that are very sparse, i.e., the environment is represented by a few distinct points that can be quite
separated. While a sparse amount of landmarks is beneficial from the viewpoint of the computational
load on the Kalman filter, the resulting “map” is not well suited for visualization of the environment
or to perform any tasks on it like path planning, etc. One option is hence to use in addition a dense
stereo algorithm [33] that provides as the name suggests dense range data for each stereo pair. Given
the pose estimate from the SLAM result on the sparse map, the dense data generated at each pose
estimate can then be fused into a dense map by e.g. incorporating all ranges into an occupancy map
[50, 51].
But even a single monocular camera can be sufficient to perform visual SLAM [34, 35]. The underlying methods employ a technique from photogrammetry [36, 37] that is known as bundle adjustment
(BA) [38, 39]. BA uses a set of images Ii from different viewpoints of the environment in which a set
of correspondences between visual features across different images can be established. The correspondences can be represented in a matrix MBA . Given the camera parameters through a suited model
and calibration [40], BA minimizes the reprojection error between the observed and predicted image
locations of features. This minimization is done by non-linear least-squares optimization, e.g., with
the Levenberg-Marquardt algorithm, which can be achieved in a relative efficient way as MBA tends
to be sparse.
While visual features are very popular as basis for detecting natural landmarks, there is also
the option to use data from range sensors to extract shape features as landmarks. These can for
example be corners that are detected as extrema in the scans of 2D laser range finders (LRF) (see
Sec. 2.3) or 3D surface features with according interest point [41, 42, 43] and descriptor methods
[44, 45, 46, 47, 48, 49, 42, 43] (see Sec. 2.5).

2.3

Registration with 2D Scan Matching

2D range sensors are very widely used for generating occupancy maps [50, 51], i.e., metric grids that
represent the probability of a cell being occupied or not. Range sensors typically generate scans
sc = (r0 , ...rn ), i.e., a vector of n + 1 range measurements ri that is acquired in a horizontal plane
with a constant angle increment ∆γ between each measurement. 2D laser range finders (LRF), also
known as Light Detection and Ranging (LIDAR) sensors, are the most popular form of range sensor
in robotics nowadays. They can be found on almost all ground and on a significant amount of aerial
robots. Due to the challenges of underwater visibility and the attenuation of light in water, sonars in
form of scanning sonars with motion compensation or multi-beam echo sounders (MBES) are widely
used for marine robots to produce range scans.
Scan matching is a form of registration where two scans sc and sc0 measured at robot poses x and
x0 are to be aligned, i.e., where the spatial transformation δx is to be found such that x0 = x ⊕ δx
(Fig. 5). In the context of SLAM, the scan matching can also be performed on the map, i.e., the
current range sensor data is registered with (a local fraction of) the map. This basic idea of scan
matching for localization can for example already be found in [52] where the points of the current scan
are matched to a line representation of an a-priory map of the environment.
For convenience and generality, the information in a scan sc is often first converted from such a
polar form to Euclidean points in sensor local coordinates. This serves as a sort of abstraction of the
8

Figure 5: Two scans (left) that get spatially aligned by scan matching (right).
sensor-specific scanning parameters (e.g. angle increment, start angle, etc). Such Euclidean point sets
(or point clouds) are subsequently labeled S = {x0 , ..., xn }.
The Iterative Closest Point (ICP) algorithm [53, 54, 55, 56] is used in its 2D variant in several forms
of scan matching. ICP is based on Horn’s method [57] for finding the best spatial alignment of two sets
of corresponding Euclidean points as follows. Given two sets S 1 = {x10 , ..., x1n } and S 2 = {x20 , ..., x2n }
of Euclidean points with known correspondences, i.e., x1i corresponds to x2i . Horn’s method [57] finds
in closed form the rotation R and translation t that leads to the best possible alignment of the two
sets, i.e., it minimizes the overall error e(R, t) as the sum of the squared errors between corresponding
points:
n+1

1 X 1
e(R, t) =
|xi − Rx2i − t|2
n+1

(11)

i=1

First, Horn’s method computes the center of masses µ1 and µ2 of the two point sets:
n+1

n+1

i=1

i=1

1 X 2
1 X 1
xi and µ2 =
xi
µ =
n+1
n+1
1

(12)

The two centers of masses are subtracted from every point in the respective point sets:
0

0

0

S 1 = {x10 , ..., x1n } = {x10 − µ1 , ..., x1n − µ1 }
0
0
0
S 2 = {x20 , ..., x2n } = {x20 − µ1 , ..., x2n − µ2 }

(13)

One way to solve for the relative translation and rotation of the point sets uses the Singular Value
Decomposition (SVD) and produces a full rotation matrix. Incidentally, the method is the same for
2D and 3D data. In this approach, the matrix W is computed as follows
n+1
X

0T

0

x1i x2i

(14)

W = USVT

(15)

W=

i=1

and an SVD is performed on W, i.e.,
with U and V being the unitary matrices of the SVD and S is a diagonal matrix of the singular values
of W. It can be proven that if the W is full rank (e.g. rank 2 in case of 2D data) then there is a
unique optimal solution of e(R, t) with
R = UVT

(16)

1

2

(17)

|x1i |2 + |x2i |2 − 2 · trace(S)

(18)

t = µ − Rµ
and the residual error is
e(R, t) =

n+1
X

0

0

i=1
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ICP uses Horn’s method in a very simple but efficient manner. Given two point sets with unknown
correspondences, ICP assumes points that are closest to each other to correspond. The resulting transformation R, t is applied to the second point set and as the name suggests the strategy is iteratively
reapplied. ICP needs reasonable starting conditions to avoid being trapped in local optima. Hence,
motions estimates from odometry (see Sec. 2.1) are commonly used as initial guess. ICP is also an
important technique for 3D registration (see Sec. 2.5). Many variants of ICP exist; for a detailed
discussion and comparison see e.g. [58, 59].
In the Iterative Matching Range Point (IMRP) algorithm [60, 61, 62], the correspondence is assumed by choosing a point with a matching range from the center of the reference scan’s coordinate
frame. This leads to improved results with respect to rotations and small translations. Iterative Dual
Correspondence (IDC) [60, 61, 62] combines the correspondence rule of IMRP with the one of ICP by
using the first for rotation and the second for translation optimization. Exploiting the polar coordinate representation of the scans can be used for efficient computation [63]. An efficient treatment of
matching multiple scans is presented in [64].
The residual error from eq. 18 of the last use of Horn’s method can be used for an uncertainty
estimate as already pointed out in [52]. This often works well. However, uncertainties derived from
least-squares optimization tend to be too confident. The reason for this is that the least-squares step
is conditioned on the correspondences. More detailed discussions of the covariance estimation for ICP,
respectively IDC can be found in [65, 66, 67].
There is also the option to take the uncertainties of the range measurements and prior pose estimate
into account for the correspondence search [68, 69, 70]. This is especially interesting when using very
noisy range sensors like sonars on marine robots [71, 72].
Many SLAM applications are in structured environments where straight lines from walls are dominant environment features. It is hence an interesting option to exploit this [52, 73, 74], e.g., in the
correspondence search of ICP and its variants or by using line segments as direct basis for feature
matching. A discussion and experimental evaluation of different line extraction algorithms in the
context of LRF sensors is presented in [75].
But not only lines can be used as geometric representation of larger environment segments. The
2D Normal Distributions Transform (NDT) [76] uses Gaussian distributions on grid cells to represent
the shape of the local environment structure that is sampled by the range measurements that fall
into each cell. This representation is combined with an iterative optimization in the spirit of ICP.
But due to the use of Gaussian distributions, the usual notion of correspondence does not apply and
there is no one to one mapping of a standard correspondence search. Instead, Newton’s algorithm is
used to iteratively optimize the spatial transformation parameters to fit the points of a scan into the
Gaussians of an NDT grid.
A significant amount of scan matching approaches use iterative optimization like ICP and its
variants, which typically need good initial guesses for the starting conditions to not get stuck in local
optima. But there are also methods that optimize a cost function in a direct manner. They hence
perform a global search over the transformation space and they are therefore sometimes denoted as
global scan matching methods. This should not be confused with scan matching methods that are
denoted as global if the scans are matched against maps, in contrast to local methods that perform
scan to scan matching.
One option for direct scan matching, i.e., non-iterative processing, is the use of correlation. Correlation between scans and a map for scan matching in the context of probabilistic localization is for
example described in [77]. An improved variant that allows efficient processing on GPUs is presented in
[78]. In [79] cross-correlation on angle- and xy-histograms is used for the matching. The scan elements
are treated as vectors for which the difference between two consecutive vectors can be calculated. The
angle histogram is then the statistic of the distribution of the angles of the vector differences with
respect to the forward axis of the sensor. This leads an improved invariance of the scan representation
as this histogram shows local maxima for the main directions that appear in the scan, e.g., angle
histograms of rooms show maxima for the angles where the walls appear. The angle histogram is
used to determine the rotation with cross-correlation where rotation appears as phase-shift. After the
rotation is corrected, the x- and y-histograms are computed, i.e., the statistics of the number of scan
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points in x- and y-direction, respectively. Cross-correlation on these histograms is used to determine
translation.
Hough Scan Matching (HSM) [80] uses as the name suggest the Hough transform [81, 82] of
the scans. HSM produces a list of ranked solution hypotheses. First, local maxima of the spectra
cross-correlation are used to produce hypotheses for the rotation δθ between the scans. Then, linear
δθ T
constraints tδθ = (δxδθ
0 , δx1 ) are generated for each hypothesis δθ by correlating columns of the
Hough transform.
The registration of extrema in the scans like corners is used in [83]. The extraction of extrema can
be done quite efficiently. As their local neighborhood tends to be relatively distinctive, correspondences
between extrema across two scans can be found. The extrema are hence treated as localized features
in the scan that can be registered similarly to feature-based image registration (see Sec. 2.4). Scans
can also be treated as images into which the range data is rendered, similar to occupancy grids. This
allows to use spectral image registration methods [84] (see Sec. 2.4). This is especially useful when
very noisy scan data is used like sonar data [85].

2.4

2D Image Registration

Camera images can not only be used for the extraction of visual landmarks (see Sec. 2.2) but they
also can serve as basis for 2D image registration [86, 87]. Image registration is especially used in the
context of mosaicking, i.e., when generating a 2D photo map or short mosaic from a multitude of
images (Fig. 6). Typical application examples involve aerial or marine robots that survey an area with
a down-looking camera from above, i.e., some form of visual remote sensing [88] where the camera is
sufficiently far from the scene such that all images can be assumed to be on a plane.

Figure 6: An underwater example of a photo-mosaic generated from 13,275 images through registration
and subsequent SLAM. [221]
One very popular line of approaches uses visual features like SIFT [21, 22, 23] or SURF [25, 26]
(see Sec. 2.2) for image registration. Given correspondences between visual features in two images,
Horn’s method [57] (see Sec. 2.3) can directly be used to find the spatial transformation δx between
them. But typically, the camera is not looking exactly perpendicular at the scene. Still given the
assumption that all images are representing the same planar surface, the relation between the images
is in this case described by a homography [89, 90].
One critical problem in feature based registration in general are outliers, i.e., false correspondences
that can easily disturb the registration result. The general solution to this problem is the Random
Sample Consensus (RANSAC) algorithm [91] that is used in almost all feature based registration
approaches. RANSAC is a very simple but very useful algorithm to estimate model parameters, i.e.,
δx0 , δx1 , and δθ in the context of registration. RANSAC works as follows in its basic version:
1. Randomly select the minimum number of m points that is needed to determine the model
parameters
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2. Solve for the model parameters pi
3. Compute how many points from the set of all points are inliers, i.e., which fit within a fixed
threshold  to the model with parameters pi
4. If the number of inliers exceeds a threshold κ, estimate the model parameters with all inliers
and terminate
5. Else, repeat 1 through 4 for a maximum of n steps
The number of iterations n influences the probability p that at least one of the sets of random
samples does not include an outlier. This probability p should be very high, e.g., 0.99. Given the
probability u and accordingly v = 1−u for the probability of an outlier, it holds that 1−p = (1−um )n
where m is the minimum number of points for determining the model parameters. It follows that
n=

log(1 − p)
log(1 − (1 − v)m )

(19)

For more advanced versions of RANSAC, especially in the context of finding spatial transforms,
see for example [92] and [93].
Image registration does not necessarily need to be based on visual features. There are for example
correlation based methods [94] that use an area of each image where the standard cross-correlation
and its variants can be applied [95]. While this is a reasonable technique for template matching, it
is quite sensitive to illumination changes and sensor noise [96]. Furthermore, this line of methods
requires a good initial guess of the transformation to be efficient by restricting the search for matching
areas to its neighborhood.
Spectral registration methods are much more interesting alternatives to features based methods
then image correlation techniques in the context of SLAM as they are quite robust against noise and
illumination changes as well as computationally efficient. One interesting aspect compared to features
based methods is their fixed computation time. These methods exploit the Fourier representation
of the images in the frequency domain. Following the Fourier Shift Theorem [97], phase correlation
can be used for determining the parameters of the spatial transformation, or more precisely of the
translation parameters, which can be extended to rotation [98] and even scale [99] using a polar-log
mapping of the spectral magnitude, which corresponds to the Fourier–Mellin transform.
In the context of SLAM, the uncertainty estimation of the registration is of importance. This can
be done via the residual error related to Horn’s method, respectively the homography computation
[90] for feature based methods. For spectral methods, the result of the correlation step can be used
to extract a covariance matrix, which is interpreted as a probability mass function [84].

2.5

3D Registration of Range Data

Many SLAM applications are in man made settings like office environments or highly structured factory
halls where a 2D occupancy map generated on the basis of scan matching (see Sec. 2.3) is sufficient.
But there are also many applications where a full 3D map of the environment is of interest. Landmarks
(see Sec. 2.3) can be located in 3D in the environment - but they typically cover the environment in
a very sparse way as only very distinctive spots should be used to keep the computational effort
within reasonable bounds. Landmark based SLAM in 3D can be combined with dense range sensors
to produce dense 3D maps by rendering the range data from each of the estimated poses into a 3D
occupancy grid. But there is also the option to directly perform 3D registration on the range sensor
data as basis for SLAM.
First of all, there is the question of how the 3D range data is acquired. Though more precisely, it
should be noted that “3D” range sensors only provide 2.5D data, i.e., sensors can not sample around
corners and behind the nearest obstacle and the data hence forms a 2D manifold in 3D space. As one
consequence of this, the data from “3D” range sensors can always be represented in the form of 2.5D
range images, i.e., a projection of the data into a 2D grid where each cell contains range information
to the nearest obstacle. The sampling of an object or environment in full 3D hence always requires
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multiple viewpoints and the registration of the 2.5D data acquired at these poses. Nevertheless, we
also use the popular terms 3D sensor and 3D scan in the following for the sake of convenience.
Laser range finders (LRF), also known as Light Detection and Ranging (LIDAR), are not only used
for 2D scans (see Sec. 2.3) but also for 3D sampling of the environment. One option to implement
this is to use an actuated 2D LRF, i.e., to add - at least - one additional active DoF. There are
several canonical options for this additional DoF that lead to different sampling patterns [100]. There
is also the option of actuation along two axes, which allows more uniform as well as controllable
measurement densities [101]. There are also commercial high-end 3D LRF [102, 103] that provide
very dense, highly accurate 3D scans. A special exception are the 3D LIDARs from Velodyne that
sample the environment in a relative coarse but extremely fast manner and which are hence very
popular for 3D perception and 3D mapping in the context of autonomous driving [104, 105, 106].
Actuated 2D LRF as well as commercial 3D LRF sample the environment with moving components,
i.e., they need some time to acquire one scan. One option is hence to use a stop-and-scan strategy,
i.e., to stop the motion of the vehicle while a scan is taken. The other option is to perform a motion
compensation for each scan [107, 108, 109], i.e., to compensate each scan point for the motion of the
robot such that the complete scan appears to be taken from one fixed pose.
Time of flight (ToF) cameras [110, 111, 112, 113, 114] are solid state devices to measure ranges
with an array of detectors much like the imager of a regular camera but using the phase shift to an
artificial illumination source as part of the device. A significant advantage is that they instantaneously
acquire the data, i.e., there is no need for motion compensation. The disadvantages are still relatively
low resolution and quite high noise levels [113]. Furthermore, they suffer from a problem known as
wrap-around error, i.e., due to the periodicity in the modulation, the range of points beyond the
maximum range rmax is measured modulo rmax .
Sonar is an other form of active sensing but where the scene is illuminated with modulated sound
instead of light. As already pointed out in the context of 2D scan matching (see Sec. 2.3) sonar is
a very important sensor in the underwater domain due to the attenuation of light in water and the
general challenges of often poor visibility conditions. There are significant recent advances in the
development of sonar technology up to solid-state devices that provide 3D scans that can be used for
3D registration [115] that can be embedded in SLAM [116].
Structured light [117] methods are active sensing techniques, which use a light pattern that is
projected into the scene. A recent popular example is the Kinect [118], which is marketed as a game
controller but which is also very popular as sensor in the context of AI and robotics applications
[119, 120] including especially SLAM. As the Kinect and similar devices provide color and depth
information they are also denoted as RGBD sensors. Classical stereo vision [31] also provides RGBD
information. For the use as 3D range sensor, dense stereo methods [33] are of particular interest to
get proper scans that cover a scene as much as possible.
Representation of the 3D data, respectively of the 2.5D data for single scans, is a second aspect
right after the question which sensor to use. As already pointed out, each scan can be represented as a
range image, which allows for example the use of region growing methods on the data [121, 122]. The
point cloud representation [123], i.e., a set of coordinates of measured ranges expressed as Euclidean
points in a specific frame of reference, is a very popular option for both scans (local reference) as well
as the full 3D data (global reference). Point clouds are a kind of raw representation as they are very
close to the original data delivered from the sensor. The octree [124, 125, 126] is a memory efficient
alternative to a full 3D occupancy grid as a volumetric representation. As the name suggests it is
a tree data structure where each internal node has eight children, one division per dimension. It is
recursively expanded when new occupancy information through scans is acquired. Furthermore, there
is the option to use a surface representation. For example, the raw data in form of a point cloud can
be turned into a surface mesh using the marching cubes algorithm [127, 128]. Another option is to fit
surface patches like planes into the data [129, 130, 131, 132].
The third essential aspect is the registration proper, i.e., the determination of the spatial transform
between two 3D scans recorded at two different poses. While this can be a full 6-DoF transformation,
there are many application scenarios where 3D maps are generated while the motion of the robot is
restricted, e.g., to 3-DoF motions on a plane in an office environment, and simpler 2D registration
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techniques like scan matching can be used for the SLAM that generates the robot’s pose estimates.
The full 3D version of the Iterative Closest Point (ICP) algorithm [53, 54, 55, 56] is a very popular
approach for full 6-DoF registration as basis for SLAM [133]. Similar to the description of 2D ICP
in Sec. 2.3, Horn’s method is used also in the 3D case, but with a quaternion representation for the
rotation [57], allowing the method to be closed-form and numerically more stable. As mentioned before,
there are many variants of the ICP algorithm [58, 59]. Due to its iterative character and the simple
heuristic to assume correspondences between nearest neighbors, ICP is prone to be trapped in local
minima. This holds in particular for the 3D version where especially significant rotations in all three
angles tend to be very challenging. Hence, good initial guesses, e.g., through very good odometry
estimates or another registration method, are essential for 3D ICP to succeed. The 3D Normal
Distribution Transform (3D-NDT) [134, 135] is also an extension of its 2D version (see Sec. 2.3), i.e.,
the grid is extended to 3D with according 3D Gaussian distributions of the points in each cell and an
iterative optimization of 6-DoF for the registration is used. One core challenge of the extension is the
handling of the rotations and their partial derivatives, which is tackled by an axis-angle representation.
In addition to iterative approaches, there are also registration methods that directly try to estimate
the underlying transformation. Sometimes, the distinction between fine and coarse methods is used
[136] where coarse methods are supposed to find a rough initial alignment, e.g., for subsequent optimization by ICP, while fine methods generate accurate results - possibly even without initial guesses.
One option for direct, coarse registration is the use of 3D surface features, i.e., local shape interest
points [41, 42, 43] and descriptors [44, 45, 46, 47, 48, 49, 42, 43], in combination with Horn’s method
for finding the 6-DoF transformation and RANSAC to reject outliers in the correspondences (similar
to the 2D methods discussed in Sec. 2.4).
Direct methods can also lead to fine registration results, even without the need for good initial
guesses. Spectral approaches in the frequency domain, respectively correlation methods use the whole
appearance of the 3D scans and perform a kind of global search in the transformation space. While
being based on grid data, it must be noted that the underlying techniques produce results that are
much more accurate than the grid resolution due to standard oversampling methods in the signal
processing. Examples for direct 6-DoF registration on discretized 3D scans include the use of the
Radon transform [137], Extended Gaussian Images (EGI) [138, 139, 140], and Fourier based methods
[141, 142, 143, 144]. Spectral Registration with Multilayer Resampling (SRMR) [144] is particularly
interesting in the context of 3D SLAM as it is much more robust than the other methods with respect
to sensor noise and partial overlap of the scans [144]; it is for example capable of registering very
noisy 3D sonar scans with small overlap and without any initial motion guesses [116]. Furthermore,
a method for uncertainty estimation for SRMR exists [116], which is essential to incorporate the
registration results into a SLAM method.
Another option for exploiting the overall appearance of scans for registration is to fit large surface
structures, especially planes, into them [129, 130, 131, 122]. In [145] are very efficient deterministic
algorithm is introduced for 6-DoF registration of the sets of planes fitted into two scans. The algorithm
provides a ranked list of registration results, which can be useful in the case of ambiguous environment
structures (see Sec.4), as well as an uncertainty estimate for each of the results as basis for SLAM [146].
It is interesting to note that larger plane segments can also serve very well as surface representation
in natural environments, i.e., as a very reasonable approximation of naturally curved surfaces [132].

2.6

Loop Closing and Place Recognition

Loop closing, i.e., the generation of a spatial constraint between the sensor observations from a pose
estimate xn and from a previously visited location xn−k with k > 1, is an essential element of SLAM.
This non-sequential re-observation of a landmark or the non-sequential registration of sensor data
allows to bound the error that would accumulate from purely sequential motion estimates. It is
usually computationally too costly to simply try in a brute force manner all possible correspondences
between the landmarks observed at pose xn and all previously observed ones, respectively to check
whether the sensor data at pose xn can be successfully registered with any sensor data from any
previous pose xn−k for all k ∈ {2, ..., n}. There is hence a need to restrict this search by a loop closing
strategy.
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The simplest one is to use proximity based loop closing, i.e., to do a correspondence search or
registration attempt for data from poses xn and xn−k where the spatial distance of the current pose
estimates is small, i.e., it is estimated that they observed the same part of the environment. One option
is to just use the Euclidean distance between the position coordinates of the poses. In case sensors with
a limited field of view are used, it is very useful to also take the distance in orientation into account.
Furthermore, the Mahalanobis distance, a probabilistic metric that takes into account the position or
full pose uncertainties, can be used as well. Specifically, the Mahalanobis distance is related to the
Euclidean distance, but is scaled by the inverse of the covariance matrix, thus resulting in “closer”
distances for more uncertain pose pairs. While being a simple and easy to implement strategy, it has
one significant drawback. In case the pose estimates have already undergone a significant amount of
drift not accounted for in the uncertainty estimate, possible loop closures - which would be essential to
bound exactly this drift - may be missed. In addition, especially in the case of inflated uncertainties,
loop closures may be attempted between non-corresponding places that in the best case lead to a waste
of computation time and in the worst case scenario even introduce severely erroneous constraints that
lead to completely broken maps.
The alternative is to use place recognition, i.e., fast methods for reporting possible matches of the
sensor data at pose xn to any previous recorded sensor data. A core element is usually the use of
efficient data structures for storing the sensor data to avoid a brute force search.
Visual features are well suited as basis for this and there is a whole area of research known as visual
place recognition [147, 148]. A popular example is FAB-MAP [149, 150], which is an appearance-based
SLAM system. It uses a bag-of-words [151] representation on a vocabulary using SURF features, i.e.,
each image or place, is simply represented by the set of (most distinctive) features in it. FAB-MAP
[149] clusters the features using a Voronoi region and each cluster center forms a single visual word
in the vocabulary. A scene is then described as a binary vector of occurances of words from the
vocabulary. The joint distribution of the words in the vocabulary is approximated using a treestructured Bayesian Network, which is learned with the Chow-Liu tree algorithm [152] that gives
an optimal approximation of the actual (completely connected) joint distribution from all possible
tree-structured networks.
FAB-MAP 2.0 [153] is an extended version of FAB-MAP that is particularly well suited for larger
scale problems. It uses a technique known as inverted index data structure [154] that exploits the
sparsity of the data and provides a significant improvement in performance. In addition, there is the
option to use the spatial arrangement between image features in FAB-MAP to get an improvement in
robustness [155].
The same principles can also be applied to shape features in 2D and 3D. For example, SIFT
or SURF features can also be computed on range images as basis for 3D place recognition [156,
157]. Laplacians of Gaussians as features in range images in combination with heuristic filtering for
occlusions and points on a line [158] are used in a bag-of-words approach in [159]. Machine learning
with the AdaBoost algorithm [160] is employed in [161] for finding strong classifiers on point cloud
data. In [162], the parameters of the probability density functions from NDT (see Sec. 2.5) are used
as descriptors of 3D scans. A short overview on place recognition with shape features in 2D including
the Fast Laser Interest Region Transform (FLIRT) [163] is given in [164]. Furthermore, there is the
option to combine both visual and shape features in the place recognition [165, 166].

3

SLAM Backend

The backend is the computational core of a SLAM system where the generic optimization takes place.
Statistical inference is used to compute the complete robot trajectory up to the current time t x0:t ,
the current robot pose xt , the current map mt , or combinations thereof, depending on the capabilities
of the specific method chosen and of the application requirements.
Conceptually, this section will speak of using sensor observations z and control inputs u in general,
however it is assumed that methods described in section 2 are used to process the raw sensor data in
order to generate compatible input data. One example is a conditional probability that describes how
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two sensor observations fit together:
p(xt |xt−1 , zt−1 , zt )

(20)

Here, a probability density is sought that describes the distribution of possible values of xt given the
previous pose xt−1 and the two sensor observations associated with them. Note how most of the
registration methods described in section 2 are applicable to compute a viable approximation of this
probability. For the sake of generality, the discussion in this section will make use of this formalization.
Recall that the full SLAM posterior distribution is defined as (see sec. 1):
p(x0:t , mt |z0:t , u0:t )

(21)

This posterior describes the distribution of all possible robot trajectories and maps given the sensor
observations and control inputs. Estimating this full posterior is not tractable in practice. Thus,
several approximations and factorizations of this posterior have been proposed in the literature. The
following discusses popular SLAM methods categorized by their specific choice of approximation and
factorization approaches. Many of these methods are described in more detail in [5].

3.1

The Kalman Filter (KF) and its variants

The Kalman filter [167] (KF) is a parametric filter utilizing Gaussian or normal distributions. All
probability distributions used in the KF must be parameterized by their mean µ and covariance Σ. It
allows the sequential estimation of a mean and covariance given a prediction and measurement model.
The KF is a recursive estimator, meaning it is applied iteratively, taking as input the estimate of
the previous time step. It makes a crucial assumption, namely the Markov assumption: The next state
value only depends on the current value and explicitly not on the previous values. Only through this
assumption does the recursive nature of the Kalman filter work. This can be expressed in probabilistic
terms as
(22)
p(µt |µt−1 ) = p(µt |µ0:t−1 )
or, with regard to the SLAM problem (eq. 1) as
p(xt , mt |xt−1 , mt−1 , ut , zt ) = p(xt , mt |x0:t−1 , m0:t−1 , u0:t , z0:t )

(23)

The estimate of xt , mt is independent of all previous estimates x0:t−2 , m0:t−1 and only depends on its
predecessor xt−1 , mt−1 as well as the current observation and control inputs.
There are several variants of the general theory behind the Kalman filter towards nonlinear models
necessary for SLAM, namely the extended Kalman filter (EKF) [168, 169] and the unscented Kalman
filter (UKF) [170]. Their use in SLAM was developed in the late 1980’s and early 1990’s [171, 172].
3.1.1

KF, EKF, and UKF in the context of SLAM

Recall that the Kalman filter (KF) [167] aims to sequentially estimate a state (e.g. the temperature
of an object, the global pose of a robot, the map) by using a model to predict the current value from
the previous one and subsequently correcting this prediction using a sensor measurement.
Without loss of generality, the following discussion only describes how to estimate xt and its
covariance Σt ; mt is omitted. To solve a SLAM problem with the KF, the state vector xt is usually
augmented by the map mt through concatenation, and the following still holds. The covariance Σt
would then correspond to the augmented state.
In order to express the inner workings of the Kalman filter framework, following notations are
used:
x̄t
Σ̄xt
z̄t
Σ̄zt
Σ̄x,z
t
Kt

The
The
The
The
The
The

predicted state
covariance of the predicted state
predicted measurement
covariance of the predicted measurement
cross-covariance between state and measurement
Kalman filter gain
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In general, the Kalman filter, and all its variants, share the following three computational steps.
First, the state x̄t and its covariance Σ̄xt is predicted. Note that the prediction step uses the
concepts of uncertainty propagation as shortly introduced in Sec. 2.1.
Second, the expected measurement z̄t and its covariance Σ̄zt are also predicted, as well as the crosscovariance Σ̄x,z
t . Both the predicted state as well as the predicted measurement are generally assumed
to be corrupted by additional zero-mean noise, represented as additive terms to the covariances Σp
and Σq , respectively.
Third, the Kalman gain Kt is computed based on the cross-covariance and measurement covariance.
Finally, the corrected state xt and its covariance Σt is computed and returned. The exact equations
for the third and final step are as follows, and apply to all KF variants:
Kt = Σ̄x,z
Σ̄zt
t

−1

xt = x̄t ⊕ Kt (zt − z̄t )
Σt =

Σ̄xt

−

Kt Σ̄zt Kt T

(24)
(25)
(26)

The main difference between the original (linear) Kalman filter (KF), the extended Kalman filter
(EKF), and the unscented Kalman filter (UKF) are the exact ways in which the predicted state and
measurement values and (cross-)covariances are computed (steps 1 and 2).
The Kalman Filter The original Kalman filter [167] assumes linear models, i.e., the prediction of
the state and the relation of the measurement to the state are linear functions:
x̄t = Axt−1 + But
Σ̄xt

T

= AΣt−1 A + Σp

z̄t = Cx̄t
=

(28)
(29)

Σ̄zt = CΣ̄xt CT + Σq
Σ̄x,z
t

(27)

Σ̄xt CT

(30)
(31)

The linear models are defined by the matrices A, B, and C.
It is important to note that states in robotics are generally not linear. This is due to the rotation in
robot poses (see, e.g., eq. 2). Two very popular variants of the Kalman filter are specifically designed
to allow for non-linear prediction and correction.
The Extended Kalman Filter The extended Kalman filter (EKF) [168, 169] (also known as the
first-order or quasilinear filter) uses a general potentially non-linear function to express both the
state transition and expected measurement, and uses a first-order Taylor expansion to estimate the
covariances:
x̄t = g(xt−1 , ut )
Σ̄xt

(32)
T

= ∇gΣt−1 ∇g + Σp

z̄t = h(x̄t )
Σ̄zt
Σ̄x,z
t

=
=

∇hΣ̄xt ∇hT
Σ̄xt ∇hT

(33)
(34)

+ Σq

(35)
(36)

Functions g() and h() are used instead of the matrices A,B, and C in the KF to predict the
state and measurement, respectively. Similarly, the Jacobian matrices of partial derivatives ∇g (corresponding to A) and ∇h (corresponding to C) of these two functions are used for predicting the
(cross-)covariance matrices. In general terms, the EKF linearizes the state transition and expected
measurement functions around the current estimate, thus allowing to use the original Kalman filter
rules to predict and correct the state estimate and its covariance in an almost unchanged manner.
Higher-order (i.e. more than first-order) approximations are also possible [173], but come with higher
computational load.
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The Unscented Kalman Filter The unscented Kalman filter (UKF) [170, 174, 175, 176] also uses
the same potentially non-linear functions g() and h(), but achieves the prediction of the covariance
matrices differently. Namely, the unscented transform is used, sometimes also called the sigma-point
method. Instead of using a linear projection for the covariance update, the structural information in
the covariance matrix is used to sample so-called sigma points around the mean. These points are
passed through the non-linear functions (g() for x and h() for z), and the output mean and covariance
are then reconstructed.
Sx̄t = g(sigmapoints(xt−1 , Σt ), ut )
X (m)
wi si
x̄t =

(37)
(38)

si ∈Sx̄t
(c)

(39)

Sz̄t = h(sigmapoints(x̄t , Σ̄xt ))
X (m)
z̄t =
wi si

(40)

X

Σ̄xt =

wi (si − x̄t )(si − x̄t )T

si ∈Sx̄t

(41)

si ∈Sz̄t

Σ̄zt =

(c)

X

wi (si − z̄t )(si − z̄t )T

(42)

si ∈Sz̄t

Σ̄x,z
t =

(c)

X

wi (sxi − x̄t )(szi − z̄t )T

(43)

z
(sx
i ,si )∈(Sx̄t ,Sz̄t )

where sigmapoints(µ, Σ) generates sigma points S. Several choices of sampling sigma points exist
[170, 174, 175, 177, 176, 178], each with their own advantages and disadvantages.
The most common is to choose 2N +1 points, where N is the number of dimensions of the Gaussian
distribution (with mean µ and covariance Σ) to be described.
s0 = µ

(44)
p


si = µ +
(N + λ)Σ
i
p
(N + λ)Σ
si = µ −

i−N

i = 1, . . . , N

(45)

i = N + 1, . . . , 2N

(46)

with weights
(m)

w0

(c)

w0
(m)

wi

(c)

= wi

λ
N +λ
λ
=
+ (1 − α2 + β)
N +λ
1
=
2(N + λ)
=

(47)
(48)
(49)
(50)

with
λ = α2 (N + κ) − N

(51)

κ≥0

(52)

α ∈ (0, 1]

(53)

β=2

(54)

The choice β = 2 is optimal for Gaussian distributions. Standard choices for κ and α are κ = 0 and
α = 10−3 .
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3.1.2

Applying the Kalman filter framework to SLAM

In a SLAM application, the state is comprised of the current robot state xt as well as the current map
mt [171, 172]. This is achieved by concatenating the two vectors and combining the two covariance
matrices.


xt
x̂t =
(55)
mt


Σt
Σx,m
t
Σ̂t =
(56)
Σm,x
Σm
t
t
x,m
where Σm
and Σm,x
are cross-covariances between robot pose
t is the covariance for the map, and Σt
t
and map. A Kalman filter (KF, EKF, or UKF) is then used to estimate x̂t and Σ̂t recursively.
Note that this formalism is only applicable to feature-based maps. The coordinates of each feature
contribute entries to the vector mt . Robot-relative feature observations (z) are extracted from sensor
data. Also note that this framework assumes that data association, meaning the decision which
individual feature corresponds to an observation, is known.
In a 2D feature-based SLAM application, the robot pose xt is (see also Sec. 1)

xt = (x, y, θ)T = (x0 , x1 , θ)T

(57)

If the robot uses a differential drive, the state prediction function is simply the odometry model
as described in Sec. 2.1 (eq. 2). Note that the state prediction does not change any feature map
coordinates.
The predicted measurement function depends on the observation type. A sensor which can perceive
the relative position of a map feature i in robot coordinates results in a measurement prediction
function as follows:


cos(θ)(xi − x) + sin(θ)(yi − y)
(58)
hi (x̂t ) =
− sin(θ)(xi − x) + cos(θ)(yi − y)
with (xi , yi )T being the i-th feature location in mt .
An example of a SLAM system constructed in exactly this manner is shown in Fig. 7.
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Figure 7: SLAM example using EKF (left), UKF (middle), and FastSLAM2 (right), showing the
pose estimate (triangle) and feature location estimates (red crosses) and their respective covariance
matrices (red ellipses). The estimated robot path is shown in black. Ground truth feature locations
are shown in blue. For FastSLAM2, pose and feature location estimates are shown as dots per particle.

3.2

The Particle Filter

The particle filter (PF) [179] is also a recursive filter, much like the Kalman filter, but instead of the
mean and the covariance it uses a set of samples, or particles, to describe the state distribution. This
filter is also known as a nonparametric filter. It does assume that the underlying process is Markov,
meaning that the next state is not dependent on any but the immediately preceding previous state.
The underlying methodology is called sequential Monte Carlo (SMC) [179]. In-depth discussions of
the particle filter methodology can be found in [179, 180].
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Figure 8: Estimation errors (pose only) over all iterations of the example shown in figure 7. Median
errors are drawn as a horizontal line for each method. Note that the performance of the particle filter
used in FastSLAM2 is heavily dependent on the number of particles used.
The distribution of xt is thus described by a set of vectors Xt , the particles. Practically, a high
local density of particles denotes high probability, while low density regions denote low probability.
[k]
Specifically, the particles xt ∈ Xt are distributed according to the posterior that the Kalman filter
would track:
[k]
xt ∈ Xt ∼ p(xt |z0:t , u0:t )
(59)
Otherwise, the particle filter operates much like the Kalman filter. A prediction step estimates
how each particle, and thus the tracked distribution, changes according to a motion model taking
the control input ut into account. Then, a correction step chooses those particles that explain the
new sensor observation zt well, meaning those which have a small distance between the predicted
measurement and the actual measurement. This is achieved by computing a weight per particle, and
resampling the particles according to this weight, with replacement.
For each particle k,
[k]

[k]

xt ∼ p(xt |xt−1 , ut )

(60)

[k]
wt

(61)

=

[k]
p(zt |xt )

after which the particles are resampled according to
[k]

k ∼ wt

(62)

[k]

where k is an index drawn with probability wt . Several strategies exist to draw these indices, each
with their own advantages and disadvantages [5]. The particle with this index is then added to the
posterior particle set Xt . If a particular particle has a very high weight, it may be selected multiple
times. In general the number of particles is fixed, and dependent on the complexity of the motion
model. Note that due to the nature of the particle approximation, the particle filter can process highly
non-linear models.
3.2.1

Applying the Particle Filter to SLAM

While it is possible to apply the particle filter in a way similar to the Kalman filter described above,
it would not be advantageous to do so. The number of particles needed to track both the distribution
of the robot pose jointly with the distribution of feature positions would be very high, and along with
it the computational demands of the method.
One major insight that led to the successful application of the particle filter to SLAM problems
was that the joint probability of both robot trajectory and map could be factored [181, 182, 183, 184]:
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p(x0:t , m|z0:t , u0:t ) = p(x0:t |z0:t , u0:t )

N
Y

p(mn |x0:t , z0:t , u0:t )

(63)

n=1

In other words, the map features are conditionally independent given the robot trajectory.
Using this insight, the estimation can be split into N + 1 separate processes: One that estimates
the trajectory and N that estimate the map features separately conditioned on this trajectory or pose
estimate. In terms of the particles used in the particle filter, this translates to having a separate set
of map feature estimators in each particle, along with the particle’s current pose estimate.
One straightforward way to apply this insight is the FastSLAM [183] algorithm, which uses extended Kalman filters (EKFs) as map feature estimator per particle, and a particle filter as the
trajectory estimator. For M particles, there are thus N M EKFs, one per map feature per particle.
In contrast to the EKF, FastSLAM requires a method to sample randomly from the motion model.
This allows arbitrary motion models, as long as they can be used for sampling. One such example
is the differential drive motion model (Sec. 2.1), which can be sampled by perturbing the measured
wheel speeds sl and sr . While it is possible to approximate the noise in this model as a Gaussian,
the actual distribution is actually “banana shaped” [5, p.135]. Thus, a particle filter estimate, given
enough particles, more accurately reflects the current pose distribution.
However, similarly to the EKF, FastSLAM requires a measurement prediction function, and uses
the regular correction mechanism for map feature positions as outlined above.
FastSLAM 2.0 [184] extends FastSLAM by improving the motion model sampling mechanism.
Instead of solely relying on the previous pose xt−1 and the control inputs ut , it already takes the
sensor observation zt at this early stage into account. Therefore, a smaller number of motions are
generated that will be rejected by the resampling step, allowing for better utilization of the number
of particles.
An interesting feature of the particle filter is also that it is not necessary to use a feature based
map. A slightly less factorized version of the full SLAM problem is
p(x0:t , m|z0:t , u0:t ) = p(x0:t |z0:t , u0:t )p(m|x0:t , z0:t , u0:t )

(64)

Here, the whole map is conditioned on the trajectory. Any map representation can be used that
allows the computation of a meaningful particle weight. This may, for example, be an occupancy grid
map [185, 51] which is useful for SLAM with range sensors and registration. A measure of how well a
measurement fits the map can for example be based on correlation between the observation and the
map (see [5, chap. 6], Sec. 2.3, and Sec. 2.5).
Further work has focused on using different map representations, improving the measurement
and motion models, and optimizing data structures to speed up the costly process of maintaining
occupancy grid maps [186, 187, 188, 189, 190, 191].

3.3

Non-linear Least Squares and Graph-SLAM

A significant insight of SLAM with particle filters is that the trajectory estimate is the key ingredient
in a successful SLAM method. The map can be estimated after the fact, and actually only serves to
give feedback to the main trajectory estimation. Non-linear least squares methods focus exclusively
on estimating the trajectory, using information gained from preprocessing sensor observations z0:t and
control inputs u0:t .
In general, these methods aim to estimate
x∗0:t = argmax [p(x0:t |z0:t , u0:t )]

(65)

x0:t

One intuitive description of the SLAM task is the following: As the robot moves in its environment
(x0:t ), it takes snapshots of its immediate surroundings (zt ), relates them spatially to previously made
snapshots in an optimal way, and tracks its own trajectory relative to all stored snapshots.
Note the key difference to the filter approach: The process is no longer assumed to be Markov.
The complete trajectory x0:t is estimated, not only the current pose xt . Also, all measurements z0:t
and control inputs u0:t are taken into account, not just the very latest ones.
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This intuition is naturally translated into a graph of spatial relations, connecting poses where
observations z were taken [192, 193]. Approaches using this graph-based formulation require an
explicit numerical optimization method to arrive at a maximum likelihood estimate with respect to
the full SLAM problem 1. That is, these methods explicitly search for an optimum trajectory x∗0:t .
Efficient sparse optimization methods have only recently been developed, which led to a resurgence of
research in this area; the survey presented in [194] describes some of the history of this approach.
Formally, a pose graph is an undirected graph G = (V, E) consisting of vertices V and edges E.
The vertices vi ∈ V denote poses where the robot obtained sensor observations zi . A pose estimate
xi is also associated with the vertex and thus it is a tuple vi = (xi , zi ). In addition to the vertices it
connects, each edge ek ∈ E contains a constraint ck on the pose estimates of the associated vertices,
thus ek = (vi , vj , ck ). While the graph itself is undirected, the edge has to declare a sort of observation
direction, the direction in which the constraint was generated. In case the edge is traversed in reverse
direction, the constraint c must be inverted. What exactly that entails is up to the representation of
the constraint.
Generally, two robot poses xi and xj are connected by a constraint if and only if a part of the
environment was observed by both corresponding sensor readings zi and zj . Fig. 4 shows this concept
in a schematic way. Specifically, two different types of pose graph edges are identified: a) Sequential
edges, where two consecutive vertices are connected (i.e. j = i + 1), e.g., by constraints from odometry
(blue in the figure), and b) non-sequential loop closing edges, where two temporally far vertices are
connected because the robot revisited a previously visited part of the environment (i.e. drove in a
loop, green in the figure). Formally, they form two disjoint subsets of E = Es ∪ El , where Es = {e|e =
(vi , vj , ck ) ∈ E ∧ j = i + 1} consists of all sequential edges and El = {e|e = (vi , vj , ck ) ∈ E ∧ j 6= i + 1}
consists of all the non-sequential loop closing edges. In general, El is much harder to obtain than Es .
We consider the general case, where a constraint between vertices vi and vj is of the form
xi |zi , zj , ui:j )

p(xj

(66)

def.

= p(tji |zi , zj , ui:j )

(67)

where
is the pose difference operator [9], which produces the relative transformation tji from the
coordinate frame at vi (namely xi ) to the frame at vj (xj ), and ui:j is the sequence of control inputs
between the two. The constraint is generated, for example, by odometry using ui:j or a sensor data
registration algorithm using zi and zj , or a combination of both. In general, the constraint c stored
in the graph will have parameters that depend on zi , zj , and ui:j . Thus, we will write
p(tji |zi , zj , ui:j ) = p(tji |ck ) for constraint k

(68)

It is now possible to express the probability of the robot trajectory as a function of the constraints:
YY
p(x0:t |z0:t , u0:t ) =
p(xj xi |zi , zj , ui:j )
(69)
i

p(x0:t |G) =

j

Y

p(xj

xi |ck )

(70)

(vi ,vj ,ck )∈E

As not all observations are directly related to each other, the specific graph of constraints is used to
formulate the probability in a more intuitive and tractable way.
The constraint probability density (eq. 68) has been modeled with a single multivariate normal
distribution in the literature. This allowed to formulate very efficient optimization algorithms.
Specifically, the constraint probability density functions have been modeled as multivariate normal
distributions as follows:
p(tji |ck ) =

1 j
1
e− 2 (ti
1/2
|2πΣk |

j
µk )T Σ−1
k (ti µk )

(71)

Here, µk is the mean of the transformation estimate for the constraint ck , and Σk is the corresponding
covariance matrix. Note that |2πΣk | = (2π)d |Σk | if Σk ∈ Rd×d [195].
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In the context of optimization, the logarithm of the full trajectory probability (eq. 70) is most
useful due to its numerical stability and the ease of computation:
1
1
ln p(tji |ck ) = − ln (|2πΣk |) − (tji µk )T Σk −1 (tji
2
2
X
1
ln (|2πΣk |)
ln p(x0:t |G) = −
2

µk )

(72)

(vi ,vj ,ck )∈E

1
−
2

X

(tji

j
µk )T Σ−1
k (ti

µk )

(73)

(vi ,vj ,ck )∈E

By neglecting the constant terms, this is turned into a cost function, equivalent to the sum of squared
Mahalanobis distances over all constraints.
X
j
(tji µk )T Σ−1
µk )
(74)
cost(x0:t |G) =
k (ti
(vi ,vj ,ck )∈E

This cost function was first described by Lu and Milios [192]. It is equivalent to the X 2 metric.
The orientation included in the poses x0:t introduces non-linear effects, the same effects that
required the development of the extended and unscented Kalman filters. Thus, minimizing eq. 74
represents a weighted non-linear least-squares optimization problem. A number of classical methods
are applicable to solve this class of problems. These methods include Gauss-Newton, LevenbergMarquardt, and Conjugate Gradient methods [196, 197].

4

Robust SLAM Methods

A very recent strand of active SLAM research deals with the question of outliers in SLAM. Specifically,
it addresses the issue of outliers in detecting loop closures, i.e., detecting that two temporally distant
sensor observations contain shared features, and in estimating vehicle motion. In the discussion below,
the term outlier refers to wrong or highly unlikely estimates given the ground truth. Note, however,
that identifying these outliers based on observation data z0:t alone is very difficult or even impossible,
and thus not feasible to attempt in the frontend. Thus the methods discussed in this section attempt
to resolve these issues during the global optimization step in a graph-based SLAM backend.
Loop detection, or place detection, is the process of detecting that the current sensor observation
corresponds to a place that has been seen before by another observation (see Sec. 2.6). Note that
explicit loop detection is only relevant to graph-based non-linear least squares SLAM methods (see
Sec. 3.3) where loops are added as additional constraints. Kalman and particle filter methods implicitly
take loops into account through their recursive update.
Appearance based methods [149, 150, 198, 199, 200, 201] are a popular choice for this important
part of graph-based SLAM. All these methods suffer from an effect called perceptual aliasing [202],
where two (nearly) identical sensor observations may originate from two distinct places. This could for
instance happen in an office environment with very repetitive structures. In such cases, appearance
based loop detection methods report false loop hypotheses with high confidence.
Other, much simpler, methods for loop detection, for example a X 2 overlap measure on the sensor
field of view given the pose estimation and its covariance, do not suffer from this effect. However,
they may admit false loop hypotheses if the pose estimate drifts away from the actual pose, or the
uncertainty of the estimate (its covariance) grows significantly large, thus deflating the X 2 measure.
Relative motion estimates, such as from an odometry model (Sec. 2.1) or a registration method
(Sec. 2.3, 2.4 and 2.5), may also suffer from outliers. Environmental factors not considered in an
odometry model, such as wheel slip or external forces like currents and wind, can cause the odometry
estimate to drift so significantly that it is no longer correct. In other words, the X 2 distance between
the ground truth pose and the estimate is significantly large, and the estimated covariance no longer
adequately represents the error relative to ground truth.
Due to some symmetries, regularities, or occlusions in the environment, sensor data registration
methods may also not report a motion that represents the ground truth well either. In fact, there
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may be multiple local optima, each of which looks similarly likely to the registration method. Only
one can be correct, but it may be impossible to identify the correct optimum and the corresponding
motion using only the information contained in the sensor observations being registered.

4.1

Robust Least Square Methods for the Backend

The question of outliers in least square problems has been addressed in statistics literature going back
to the 1960’s [203, 204, 205]. Two variants of robust (non-linear) least squares methods have been
developed: Least trimmed squares (LTS) and iteratively reweighted least squares (IRLS) [205].
Least trimmed squares formalizes the idea that outlier data points should be simply removed from
the estimation problem. Thus the least squares problem to be solved is trimmed of its outliers. If the
decision method can identify outliers reliably, then this method works very well. Unfortunately, there
is no universal way of computing these decisions.
Iteratively reweighted least squares extends the least squares formulation by weighting each term
in the cost function. This weight is adjusted each iteration to weigh down outliers identified by their
large error. Specifically with respect to the cost function shown in eq. 74, it can be generalized as

argmin

X

− log(p(x|ck ))

(75)

X

rT Ωr

(76)

x

argmin
x

where the error r = tji
extended problem is

µk and Ω = Σk −1 . Then then robust iteratively reweighted least squares

argmin

X


ρ rT Ωr

(77)

x

Several choices of functions ρ exist, which are commonly called M-estimators (from maximum likelihoodlike [205]). Popular choices are the Fair and Huber estimators [204, 206], which reduce errors above
a threshold to grow only linearly instead of quadratically. Thus, larger errors, indicating outliers, are
weighted much less.
Novel work on robust methods in the backend also include implicit (as with the M-estimators) and
explicit reweighting schemes. A more explicit reweighting scheme is chosen in [207, 208] where the
weight of a cost function term is controlled as part of the values to be optimized. Instead of using the
value of the local residual to scale the impact of it in the total cost function, switching variables are
introduced that are explicitly part of the optimization by appending them to the trajectory x0:t . A
linear function is used to map the continuous domain of the switch variable to a weight between 0 and
1. A recent extension of this idea [209] incorporates the switch variable into an M-estimator similar
to the Huber or Fair estimators mentioned above.
In [210, 211, 212], a method called RRR is presented to generate clusters of temporally close loop
closing constraints and check these for spatial consistency. The method makes the rather significant
assumption that sequential constraints are generated using odometry and are always without outliers.
A traditional X 2 error metric is used to identify outliers in each cluster of loop-closing constraints.
By explicitly making a binary decision about the inclusion or rejection of individual constraints, the
method is highly related to the traditional least trimmed squares method [205].
A method is described in [213] to find the maximal coherent subset of constraints in a graph,
which is assumed to approximate the set of inliers. Additionally, their method is implemented as a
linear programming method due to their choice of an l1 metric, allowing fast computation even in
large problems. However, their method is exposed to linearization artifacts when applied to highly
non-linear pose graphs. Additionally, the method only addresses planar pose graphs, meaning pose
graphs consisting only of 2D poses.
In [214, 215] multiple single Gaussian distributions are allowed in one constraint in the graph.
However, in their method the decision as to which of the constraint distributions should be used
is greedily re-evaluated in each step of the iteration. Usually, an additional Gaussian with a very
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large covariance is added as a replacement distribution in case the original constraint is deemed an
outlier. Their approach only uses the component which contributes the maximum probability to the
current estimate, thus the name Max-Mixture. In a way, this results in something similar to an Mestimator as well, devaluing large errors by replacing the covariance. However, the expressive power of
Max-Mixtures is much larger, allowing for example an additional constraint to encode the possibility
of wheel slip. Max-Mixtures have the disadvantage that they are chosen greedily given the current
estimate, requiring relatively good initial conditions to allow convergence. Relative to non-robust
least square methods, however, the basin of convergence for admissible initial conditions is drastically
expanded.
A hybrid optimization scheme based on back propagation on factor graphs (cf. [216]) with an
explicit binary switch variable similar to [207, 208] and [210, 211, 212] is developed in [217], with
the difference that if switched off, a replacement constraint with a large covariance is used similar
to [214, 215]. The specific back propagation scheme uses a junction tree parametrization of the
factor graph with a random messaging order and is run until convergence. The random order ensures
different sequences of local optimization of switch variables, which aids in global convergence. As a
second heuristic, the root of the junction tree is chosen to be the node with most information in order
to pass it on as early as possible. Most likely due to the repeated message passing, the method is
slower than its competitors.

4.2

Generalized Graph SLAM and the SLAM Midstage

Recent research describes a novel SLAM midstage which exclusively addresses the combinatorial complexity of choosing a set of inlier constraints [218, 219, 220, 221]. The chosen inliers are then given
to a standard backend method as described above. This novel framework is called the Generalized
Graph SLAM Framework [219, 221]. The framework formalizes the notions of outliers given in the
previous discussion.
4.2.1

Local Ambiguity and Global Ambiguity

Local ambiguity corresponds to the case where two consecutive sensor observations lead to multiple
possible motion estimates, e.g., due to different registration results. A motion estimate of two such
observations is called locally ambiguous if these ambiguities can not be resolved using only information
present in the observations themselves. Specifically, the two observations may contain some symmetry
or share only a few weak features such that a single data association hypothesis that is significantly
more likely than others does not exist. In other words, the registration cost function has multiple
significant optima when applied to this pair of observations. This is true no matter if the cost function
is combinatorial as in the feature-based case, discrete as in the case with correlation or spectral
methods, or continuous as in the case of ICP [56] or NDT [134]. Such multiple optima may be
represented as multimodal Mixture of Gaussian (MoG) probability distribution for the corresponding
constraint [218]:
p(xi |xi−1 ) =

Mk
X

πm N (xi

xi−1 |µm , Σm )

(78)

m=1

P
with
πm = 1, and N (x|µ, Σ) being a Gaussian (or normal) distribution. In the case of continuous
cost functions, each mean µm corresponds to an optimum in the registration cost function, Σm corresponds to the inverse of the Hessian at that point, and the weight πm should be proportional to the
value of the registration cost function at µm . However, other methods to arrive at such MoG models
for multimodal registration results are possible.
Global ambiguity corresponds to the case of uncertain loop closures, where the current sensor
observation may or may not show the same section of the environment as one or many temporally
distant sensor observations. See Fig. 10 for an example. Repetitions in the environment or a low
number of previously seen features in the observations could result in multiple likely loop hypotheses
that may be mutually exclusive, e.g., corridor intersections at different floors.
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Figure 9: Structural ambiguity in the environment can be one source of registration errors, here for
example in form of the crossing of two corridors. Two scans (bottom left) are to be registered; one
scan contains the corridor to the North while the other scan includes the East corridor after the
robot turned to the right. Using a simple correlation-based method to match the two scans, multiple
maxima are immediately visible in the resulting parameter space (top left). Some registration results
corresponding to the local maxima are shown on the right, ordered by quality. However, in this case,
A is not the globally correct result, but C is.
Formally, there exists a probability mass function (PMF) which is defined over the events that the
current sensor observation matches individual previous ones and the event that the current observation
is completely new. This PMF can be represented as the weights πm of a more generalized mixture
over all previous poses - where observations were made - and an uninformative uniform distribution
representing the Null hypothesis:
p(xi |x1:i−1 ) = π0 U(Rd ) +

i−1
X

πj p(xj

xi |cj )

(79)

j=1

P
xi |c) is any probability
with i−1
0 πj = 1, and where x1:i−1 are all poses from vertex v1 to vi−1 , p(xj
distribution representing a registration result, π0 is the weight of the Null hypothesis, and U(Rd ) is
the uniform distribution over all real numbers of the same degree of freedom d as the poses.
Other distributions can be employed to represent the Null hypothesis, e.g., a normal distribution
with a very large variance matrix as proposed in the informal description in [214, 215], which may be
somewhat easier to use in practice than a uniform distribution.
Note that local ambiguity may also occur in the registration result referenced in the global ambiguity case, i.e., a loop closure may not only lead to several candidate places but each of the hyperedge
components may in addition have multimodal results for each underlying registration. Local and
global ambiguities therefore are orthogonal problems, both or either may or may not occur in any
given SLAM application.
4.2.2

Representation in the Generalized Graph SLAM Framework

Exhaustively modeling the complete mixture from equation 79 for all previous poses is wasteful. Most
of the weights πj will be zero or very close to zero. Instead, a more compact representation is needed.
Graph theory presents a fitting concept in this case, namely a hyperedge. Formally, a hyperedge
is a set of vertices that are connected. Thus, instead of every edge e ∈ E consisting of exactly two
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No
Match

Figure 10: A visualization of global ambiguity, corresponding to a general loop detection problem.
The image (left) either corresponds to a previously visited location (arrows pointing into the map),
or represents a newly visited location (arrow leading to “No Match”). In the Generalized Graph
SLAM framework, all correspondences relating to previous locations are collected as hypercomponents
with corresponding weights, and the option “No Match” is expressed as the Null hypothesis in the
hyperedge.
endpoints vi , vj and the associated constraint c, a hyperedge in a pose graph is defined as a tuple
ek = (vi , N, {vj }, {πj }, {cj })

(80)

{vj } is the set of vertices the reference vertex vi is connected to
P by this edge,
P and N = |{vj }|. The
weight of the Null hypothesis is implicitly given by π0 = 1 − πj , with
πj ≤ 1. Note that the
case where N = 1, i.e., there is no ambiguity which older vertex vj the reference vertex vi should be
connected to, is explicitly covered as well, while still allowing for discounting of this one constraint by
reducing the weight π1 . Also note that due to the geometric interpretation of the edge, an observation
direction is still necessary, so vi is defined as the reference of the hyperedge and the base frame of the
relative poses represented in the constraints.
For a single hyperedge, equation 79 becomes
p(xi , {xj }|e) = (1 −

N
X

d

πj )U(R ) +

j=1

N
X

πj p(xj

xi |cj )

(81)

j=1

Note that the hyperedge relates all connected vertices, not exhaustively all previous vertices as in
eq. 79, thus the probability density is defined over the poses of the reference vertex vi and the related
vertices {vj }. When applied to the graph as a whole, this becomes
Y
p(x1:t |G) =
p(xi , {xj }|e)
e∈E


=

Y

(1 −

Y

πj )U(Rd ) +

j=1

e∈E

≈

N
X

N
X

πj p(xj

N
X


πj p(xj

xi |cj )

(82)

j=1

xi |cj )

(83)

e∈E j=1
1
Since U(Rd ) is practically zero everywhere - technically ∞
- and therefore has no impact computationally especially since its gradient is zero, the term corresponding to the Null hypothesis is dropped. This
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P
means that the expression looks exactly like a regular mixture, with the difference that N
j=1 πj ≤ 1 inPN
stead of j=1 πj = 1. In practice, this approximation does not change the gradients of the expression,
and has negligible impact on the computed value.
In the following, each p(xj xi |cj ) is called a hypercomponent to distinguish between components
in a hyperedge and in a MoG constraint mixture. πj is referred to as the hypercomponent weight.
Without loss of generality, it is assumed in the Generalized Graph SLAM framework that all edges
in a generalized pose graph are hyperedges and all the constraints cj of each edge are multimodal MoG
constraints. All less complex cases can be modeled as such a hyperconstraint containing MoGs. Here,
the cases with N = 1, i.e., no global ambiguity, and Mk = 1, i.e., no local ambiguity, are explicitly
included.
For this generalized graph, the joint probability then becomes
p(x1:t |G) =

N
YX

πj

e∈E j=1

Mk
X

πm N (xj

xi |µm , Σm )

(84)

m=1

with e = (vi , N, {vj }, {πj }, {cj })
Similarly for the joint log probability
ln p(x1:t |G) =

X
e∈E


Mk
N
X
X
ln 
πj
πm N (xj
j=1


xi |µm , Σm )

(85)

m=1

Note that we can not move the sum out of the log. A good, but greedy, approximation would be to
use the Max-Mixture [215] trick and replace the sum with a max operator.
Instead of explicitly solving an optimization problem given the log probability of the full multimodal
hypergraph, the following section details a combinatorial optimization approach to identify inlier
components and to use only those for least square optimization.
4.2.3

The Generalized Prefilter Method for the SLAM Midstage

The Generalized Prefilter method is introduced as a new stage between the SLAM front- and backend
to perform a discrete optimization to find globally optimal component choices in a MoG hypergraph of
the Generalized Graph SLAM framework. An interesting aspect of the Generalized Prefilter algorithm
is that it can handle the discrete optimization of multimodal and hyperedge components in a coherent
unified way.
The Generalized Prefilter method [221] uses a minimum spanning tree traversal where the edge
weights are computed using the number of all MoG mixture components present in an edge, including
the null hypothesis (see eq. 80). It thus is a minimum ambiguity spanning tree traversal of the
MoG hypergraph. During this traversal, a combinatorial tree is generated with each level in the
tree corresponding to an iteration of the traversal, and each node representing the exact component
(including the Null hypothesis choice for hyperedges) chosen in the traversal. Each component carries
relative pose information, which is used to assign poses to vertices visited in the traversal. This
combinatorial tree is searched using beam search [222, 223], where only the best N leafs, i.e., the
ones with the highest joint probability given the computed pose estimates, are kept at each iteration
of the hypergraph traversal. When the traversal completes, the best leaf, and thus the component
choices along the corresponding hypergraph traversal, is picked, the computed poses in this leaf are
assigned to the vertices in the graph, and the remaining ambiguous edges are disambiguated by picking
the component that best explains the computed pose estimates of the related vertices. Finally, the
thus disambiguated unimodal graph including the computed vertex poses is returned from this new
SLAM mid-stage and it can be further processed with a standard continuous optimization method in
a state-of-the-art SLAM backend.
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