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Abstract—Autonomous underwater vehicles (AUVs) often perform high-resolution survey missions. Such missions are often
planned on low resolution bathymetry maps using offline coverage planning methods, e.g., using a standard lawn-mower
trajectory that is adapted to the coarse-resolution representation
of the terrain. We present in this paper an approach to adapt
the exploration online during the mission, namely by adapting
the vehicle speed as a crucial parameter with which the planned
survey path is tracked. The main idea is to determine online
during the mission whether the currently surveyed environment
part is interesting or not and to accordingly change the speed, i.e.,
move faster over less interesting terrain. Concretely, this paper
proposes two alternative methods to compute terrain complexity
metrics that can be used for adjusting the speed of a single
vehicle or a formation of vehicles online during the mission. The
effectiveness of the methods is shown using visual stereo survey
data. A description of field trials where the methods were used to
control the speed of a multi-vehicle formation during a complex
survey mission further exemplifies the usefulness of the methods.

lower than the desired visual map, and thus this important
parameter of vehicle speed can not be pre-planned.

I. I NTRODUCTION
Survey autonomous underwater vehicles (Survey AUVs [?])
are used to perform missions in which they are to observe
a target area completely up to a certain resolution using
the on-board sensors. Such missions range from geophysical
surveys [?], [?] over achelogical surveys [?] to commercial
surveys (e.g. in preparation to develop pipelines) [?].
Coverage planning problems that arise when designing
such missions are well known in the literature [?], [?], [?],
[?]. Methods that address this problem plan paths for the
AUVs that ensure every structure is seen from all sides.
Low resolution bathymetry is often used to facilitate this
planning stage. However, when following these paths, a critical
degree of freedom remains: The specific speed of the vehicle.
This parameter has a direct implication on the resulting map
resolution as it dictates how densely samples are observed.
Other factors, such as the distance to the observed structure,
also contribute to the final map resolution, but the vehicle
speed is the only controllable one.
Specifically, visual survey missions require a complete
coverage both in terms of absolute area as well as relative
overlap between consecutive images. It is exactly this overlap
which is dictated by the vehicle speed. Often, the prior map
used for planning has a resolution several orders of magnitudes

Fig. 1. Texture similarity scores referenced to the yellow-marked grid cell.
Scores in the top row are raw numbers; scores in the bottom row are weighted
according to their distance to the reference cell. An average of the latter
numbers represents the anisotropy of the image, values closer to 1 indicate a
smooth and uniform texture.

This work focuses on improving the overlap between consecutive stereo images in a multi-vehicle survey mission. In
order to obtain high-resolution stereo imagery, and subsequently high-quality 3D surface reconstructions, the presented
approach adapts the speed of the multi-vehicle formation online during the mission to the current observed conditions. The
desired formation speed is determined by the desired overlap
between images and the current distance to the observed
structure.
For example, in largely planar environments, such as a sandy
sea floor, the desired overlap is rather low for two reasons: a)
A large parallax resulting in occlusions is not expected. b)
The probability that interesting features are observed is low.
On the other hand, in spatially complex environments (e.g.
close to rocks), the desired overlap is high, since occlusions
due to parallax are likely to occur and the presence of sea life
and other interesting features that are often the focus of such
surveys is highly probable.

This paper presents two alternative methods to adapt the
formation speed on-line. One is based on a texture analysis
of the current image, and the other is based on a structural
analysis given the stereo depth data.
This approach has been tested in the field during the final
field trials of the EU FP7 project “Marine robotic system of
self-organizing, logically linked physical nodes (MORPH)” in
the Azores, 2015.
II. T ERRAIN ANALYSIS
A. Texture-based terrain analysis
The first method implemented in this work measures the
anisotropy of the images captured by the vehicle’s camera
i.e. how much the properties of the image vary in all
directions [?]. To achieve this, the statistical texture image
feature Local Radius Index (LRI) [?] is used since it can be
computed with only pixel value comparisons, which is ideal
for online processing. The commonly used structural texture
similarity metrics (STSIM) process the image with multi-scale
and multi-frequency approaches and encode it with several
statistical descriptors; this results in higher computation times
and same performance as the LRI feature [?].
1) Local Radius Index (LRI) features: Generally speaking,
a texture contains repetitive uniform regions and transition
areas, commonly identified as edges. LRI quantifies the size
and distribution of these regions by computing the (1) width
of the next adjacent uniform/smooth region (LRI-A), and
(2) distance to the nearest edge (LRI-D). Each of these two
operators is applied to every pixel in the image in eight
directions; thus the output consists of eight integer indices.
Then, a histogram for every direction is computed from these
indices and the collection of all eight histograms is considered
the LRI feature vector.
As it can be seen in figure ??, the LRI-A operator encodes
the length of image regions with the same texture through
the pixels in their edges and since these pixels are the
transition between different textures it is also a measure of
their distribution within the image; pixels inside these regions
commonly have LRI-A indices of value zero. On the other
hand, LRI-D indices are used to describe each type of texture
quantifying the distance of their pixels to the nearest edge.

Fig. 2. Examples of LRI-A and LRI-D directional indices. Pixels indicating
edges or transition between different textures are filled in black.

2) LRI for terrain anisotropy analysis: Commonly, the LRI
feature descriptor is used to represent the texture statistics of
a single image and then compare it to others in a database. To
implement this and quantify the anisotropy, i.e. the variance
of textures within an image, the next procedure was followed.
The objective is to identify sudden changes in the terrain
(texture) rather than smooth transitions because these rapid
variations require more overlap between consecutive stereoimages to achieve high-quality 3D maps.
• Every image received is divided in a user-defined M ×N
grid.
• a LRI-histogram is computed for each grid cell and a similarity measure i.e. Bhattacharrya distance, is calculated
for every pair of cells.
• these similarity values are added in a weighted sum where
the coefficients are determined by the distance between
grid cells (Fig. ??).
The method successfully identifies high frequency changes
in the underwater terrain texture; if the texture in the terrain is
homogeneous the anisotropy value will be close to one. This is
not the best in every case for refined 3D mapping techniques
because it is necessary to acquire more information from nonflat terrains e.g. rock based sea floor. Flat terrains can be
represented with a single or few 3D planes opposite to terrains
with sudden rapid changes in elevation; but if the latter ground
formations are seen equally distributed in the 2D images, the
LRI based metric will still output a value close to one. For
this reason, this image-based terrain analysis is complemented
with 3D information as described in the following section.
B. 3D plane-based terrain analysis
The second method uses the stereo depth information to
analyse the spatial complexity of the current structure. Specifically, planar segments are extracted from the dense stereo
observation [?], [?], [?] as shown in figure ??.
The plane extraction method approximates planar segments
in range images, such as those recovered by dense stereo
matching methods. Using the strict ordering of points in a
range image allows this method to be very fast. Planar regions
in the range image are identified using region growing, and the
surface normal as well as the distance from the fitted plane to
the origin (sensor position) is computed using a least-square
estimation. Typically, this planar segment based representation
using only plane parameters achieves a compression factor
from 25 to 150 relative to the original point clouds. More
details on the planar segment extraction method may be found
in [?].
The number and size of extracted planar segments are
directly related to the spatial complexity of the scene. The
more segments are found, the more varied the scene. The
smaller the segments, the higher frequency the depth changes
in the scene.
These two simple measurements can be easily transformed
into a terrain complexity measure. In the experiments below,
only the number of segments is used, as the minimum planar
segment size was set quite low, which results in most of the

Fig. 4. Testing data from Breaking the Surface workshop 2014, recorded with a Bumblebee2 stereo camera on bord the Atlas SeaCat AUV. Top shows the
combined map, single representative video frames are shown in the middle, the plot of both the image-based and plane-based method is shown at the bottom.

valid depth estimates to belong to a fitted segment. Thus, the
number of segments is also inversely correlated with their size,
and presents an easy to use summary of both measurements.
A simple rule is used to scale this number of extracted
planar segments to the required real value between 0 and 1.
Namely, a minimum (nmin ) and maximum (nmax ) number of
planes is defined, and the output value is inversely interpolated
between them:
T Qplane = 1 −

clamp(n, nmax , nmin ) − nmin
nmax − nmin

(1)

where clamp() contrains the value of the observed number
of planes n to the interval between nmin and nmax . Thus,
a scene with less than or equal to the minimum number of
planes is assigned a value of 1, and a scene with more than or
equal to the maximum number of planes is assigned a value
of 0.

III. E XPERIMENTS AND R ESULTS
A. Metric Evaluation on Pre-Recorded Data
The method is evaluated first on pre-recorded data from an
ATLAS SeaCat AUV equipped with a PtGrey Bumblebee2
stereo camera.
Figure ?? shows an overview of the evaluated data. The
AUV starts the trajectory on the top left moving towards the
right and circling back. Note how the terrain quality values in
the plot below change over time. Up to second 180, the AUV
passes over rocky area, where high complexity is indicated
by a lower score. Then, a more planar ground (far right in
the map) is encountered showing lower complexity, raising
the method score and therefore the desired speed. Between
seconds 250 and 350, again rocks are encountered, until the
final planar segment on the bottom left of the map.
The 3D plane based terrain analysis successfully matches
rocky terrains with low values. As for the texture based terrain
values, it can be seen that the average value remains stable
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Fig. 5. Plot of the perceived terrain quality (texture-based) and the commanded formation speed. Representative images from the stereo sequence are shown
on top. Their corresponding times are highlighted in the plot with vertical green lines, left to right.

Fig. 3. Right stereo image (top), 3D point cloud from dense stereo (bottom
left) and the corresponding extract planar segments (bottom right).

except in times close to seconds 140, 250 and 350. At these
times is when the AUV passes through changes in the different
type of terrains as it can be seen in the representative video
frames. In second 140 a single prominent rock is encountered,
creating a different texture than before; and in the latter
seconds the vehicle transitions in and out of the rocky terrain.
In summary, both methods match with the expert opinion about the current complexity of the terrain. However,
the plane-based method disregards texture, which results in
a smooth but somewhat optimistic classification of terrain
complexity. The texture-based method indirectly takes 3D
structure into account due to lighting change: If many varied
distances are observed, the texture is naturally more complex
due to the severe light attenuation underwater. Even with rather
planar ground, there may be interesting texture features to
be observed (e.g. marks made by Dasyatis stingray [?] used
for population estimation), so the texture-based method is
preferable.
B. Multi-Vehicle Formation Online Speed Adaptation
The methods were further used for adapting the path
tracking speed of a multi-vehicle formation in field trials of
the MORPH project [?] in Porto Pim bay of the Island of
Faial, Azores. A formation of three AUVs and one ASV
(Autonomous Surface Vehicle) surveyed a highly complex area
around a large rock formation.
Figure ?? shows the MORPH formation scheme as well as
an overview of one of the missions in which the speed was
dynamically adapted using one of the presented methods. The
nominal speed of the formation is 0.3 m/s, which was adjusted

online rather conservatively as a proof of concept between
0.25 and 0.35 m/s to account for the terrain quality. In such a
formation, the authoritative speed is set by the leader vehicle
(LSV) while the other vehicles control their speed locally in
order to stay in formation. Thus, the perceived terrain quality
has to be transmitted to the LSV from the camera vehicles
(CVs) via an acoustic network. To this end, the floating point
value is quantized to 3 bits, thus a lot of accuracy is dropped in
favor of low bandwidth usage. Since the terrain quality metric
is only used as an indicator if the formation should speed up or
slow down, 3 bits of information (i.e. 8 values) is still enough
to achieve the desired goal.
Figure ?? shows the speed of such a four vehicle MORPH
formation (one CV) during the mission, as well as the corresponding quantized terrain quality value received by the
LSV from the single CV. It can be seen that whenever the
value of the terrain analysis method changes the speed also
does with the same gradient; however, the commanded speed
changes not so abruptly in order to ensure the integrity of
the mission. Other sources that influence the commanded
speed are, e.g., the path following controller and a terrain
compliance controller. Therefore, the experiment also shows
that the speed adaptation integrates well with other controllers
usually running on survey AUVs.
Figure ?? also shows representative images and their observation time in the plot below. Image 1 (leftmost) was recorded
at 420s into the mission, and corresponds to a relatively high
texture complexity score and thus a low terrain quality value.
Image 2 (second from left) was recorded at 450s into the
mission, and corresponds to a relatively low texture complexity
and high terrain quality value. Images 3 and 4 (two rightmost
images) show an even stronger difference in texture scores.
While image 3 shows a view with varying depth and image 4
shows rather distant sandy structure. Image 3 is successfully
mapped to a low terrain quality (calling for a slower speed),
whereas image 4 is assigned a high terrain quality.
The texture terrain analysis method has an average processing time of 0.17s on a single core of a 4th generation 2.6
GHz Intel core i7-4710HQ processor, being the most time
consuming task. The camera recorded stereo images at a rate
of 2Hz, which means the texture metric was computed in real
time with minimal latency.
IV. C ONCLUSIONS
This paper introduced two alternative methods to compute
a metric of terrain complexity. The effectiveness of both
methods is shown with real stereo camera survey data.
The introduced methods are used to control the survey speed
of an AUV or a formation to ensure adequate overlap of
images given the currently observed structure. Intuitively, more
complex structure requires more densely sampled information
for better reconstruction, e.g. due to expected parallax and
occlusion. Conversely, less complex structure does not require
very densely sampled views, as less occlusion is expected.

The presented metrics, together with an estimate of the
distance to the structure, form an informed automatic method
to set the desired vehicle speed on-line during a mission.
The methods were shown to achieve the desired values
in an evaluation with recorded stereo data. Furthermore, the
integration in a formation control scheme including the transmission of terrain quality data over an acoustic link to the
leader of the formation was shown. The texture-based method,
identified in the evaluation as the more appropriate method,
was running online and the formation speed of four vehicles
was successfully adapted in field trials held by the MORPH
project at the Island of Faial in the Azores.
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