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Abstract—Robust and accurate navigation of underwater vehicles is an essential cornerstone for mission success. Integrative
techniques, e.g., using inertial navigation or doppler velocity
logs (DVL), can show significant drift. Even absolute input,
such as GNSS input or magnetometers, can either be biased
by surrounding structures or very noisy. For good navigation
performance in critical maneuvers close to underwater structures
like sea mounts, cliffs or man-made constructions where DVLs
fail, navigation based on visual input can be very helpful. This
paper presents a technique to correct a traditional navigation
solution with visual tracking feedback from a stereo camera with
small computational overhead. Experiments with real data from
an ATLAS SeaCat AUV shows very good navigation performance
on two trajectories over a variety of 3D structures.

•
•
•

Particulates, such as marine snow, and schools of small
fish can cause apparent motion in the camera image.
Computational load should be small, as large computers
require significant battery capacity.
Motion estimates should be metric, as they should be
compatible with general control methods that, e.g., implement waypoint following or station keeping.

The work described in this paper aims to address all these
points and improve on traditional vehicle navigation.

I. I NTRODUCTION
Online navigation is a central issue when fielding Autonomous Underwater Vehicles (AUV) or Remotely Operated
Vehicles (ROV). AUVs often follow carefully crafted missions,
which heavily rely on global waypoints as a means to control
the vehicle path. ROVs are often required to perform station
keeping, which requires holding a pose relative to a nearby
structure. In both cases, drift accumulated in traditional navigation methods due to integration - e.g., through Attitude
Heading Reference Systems (AHRS) measuring acceleration
and/or Doppler Velocity Loggers (DVL) measuring velocity can become significant and jeopardize the mission. DVLs in
particular are severely challenged by significant 3D structures
close to the sensor, e.g., natural cliffs or man-made constructions like infrastructures for oil- and gas-production, which is
a limiting factor for intervention ROVs and AUVs.
Several researchers have addressed the issue of visual
navigation for underwater robots [1], [2], [3], [4], [5], [6],
with work by Corke et al. [6] showing a working prototype
as early as 2004. The general field of visual odometry for
terrestrial robots and autonomous cars is much more active
[7], [8], showing very impressive results even with monocular
systems.
However, there are a number of specific factors that make
underwater visual navigation more challenging:
•
•

Lighting artifacts, such as caustics, may irregularly illuminate the sea floor and other structures.
Light attenuation and scattering significantly limits the
effective range of camera systems underwater.

Fig. 1. Control points (yellow) tracked during operation. Red arrows show the
visual navigation estimate, while cyan arrows show the traditional navigation
estimate without visual tracking.

Specifically, this is achieved by using a low frequency stereo
system which augments and builds upon an inertial navigation
technique. Control points are triangulated using a sparse stereo
method and tracked using the well-known Lucas-Kanade (LK,
specifically the version described in [9]) method within a
neighborhood estimated using inertial navigation over the time
between stereo camera exposures. This allows the method
to be robust to severe lighting change, e.g. due to caustics,
or false motion, e.g. due to marine snow. Additionally, the
method requires negligible resources on modern hardware
since the LK tracker is highly efficient and is in addition not
run very often due to the low frame rate of the stereo camera.
Finally, the method computes metric motion estimates since

the control points are triangulated using stereo vision. It thus
addresses all challenges listed above.
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II. NAVIGATION C ORRECTION
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A. Low Frequency Visual Tracking
As a first step, control points in the right stereo image are
initialized using the Shi-Tomasi [10] interest point detector.
These points are triangulated with a sparse stereo method
based on the Census transform [11]. Thus, both full metric 3D
points and their projections to both stereo frames (2D points)
are known.
The amount of movement of the candidate track points in
the next stereo image is of course dependent on vehicle speed,
distance to the observed structure, as well as acquisition speed
of the camera. The main constraint of any visual tracking
method is that there is sufficient overlap between successive
camera images in terms of trackable image content.
Here, we focus on the case where there is still good overlap,
but due to low sampling frequency of the camera, the images
exhibit significant movement as well. Thus, overlap considered
here is on average in the range between 40-70%.
Once a second stereo observation is recorded, the 3D points
are projected into the current stereo camera frame using the
available inertial navigation from the vehicle. This is needed
because their movement on the image plane is large due to
the low overlap. These estimated control point positions are
used as initial guesses for refining their 2D projections with
the pyramidal Lucas-Kanade tracker [9] as implemented in
OpenCV [12].
Due to the large motion in the image, the neighborhood of
the points to be tracked can change significantly, usually due
to perspective changes. To exclude erroneous tracks, very strict
rejection criteria are applied in our approach. Specifically,
the distance between the point refined by LK and the initial
guess created by applying the vehicle navigation is used as
a criterion. The specific threshold can be derived from the
estimated drift of the inertial navigation over the time between
camera exposures and the stereo camera parameters. In the
results below, this value is set to 20 pixels.
This procedure results in correspondences between metric 3D points on observed structures (e.g., the sea bottom)
and their 2D projections on two or more successive stereo
images. These correspondences are modeled for each stereo
camera/point pair separately as:
Si,j = (projecti (xj ) − zi )T Σ−1
i (projecti (xj ) − zi )

(1)

where projecti () projects a 3D point xj into local image
coordinates and corresponding disparity of camera i, and
zi = (px , py , pdisp )T is the observed image location and
disparity. Σi is a covariance matrix describing the assumed
error in the observed zi .
B. Fusing Conventional Navigation
The existing vehicle navigation solution can be fused with
the new visual information to take further advantage of it in
addition to the generation of the initial guesses for the point
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Fig. 2. Diagram of the stereo point tracking. The 3D point (star) is tracked
from time A (left) to time B (right) via the intermediate navigation estimate
(arrow). Actual pixel-pixel correspondences in the stereo images are refined
with Lucas-Kanade.

tracking. Here, it does not matter how globally inaccurate the
navigation is, but it is sufficient if it is locally accurate, i.e., it
is assumed that it is reasonably accurate between two camera
exposures, which are expressed in an incremental motion
constraint.
Vehicle navigation methods usually already fuse the data
from a number of sensors. Thus, some parts of the reported
global pose are interesting to fuse separately into the joint
estimate with the visual data. Depth is usually directly sensed
with a water pressure sensor, and heading may be sensed by an
electronic compass. Furthermore, even cheap inertial sensors
can be used to estimate the gravity vector quite reliably. All
these values are fused separately, allowing great flexibility
for the user to take as much advantage of existing on-board
sensors as possible and to tune their impact on the fused
navigation result through careful selection of the assumed error
variances as well.
1) Incremental Constraints: A full 3D motion constraint
can be generated over the relatively small time horizon between two stereo camera exposures from vehicle navigation
(see the arrow marked “Navigation” in figure 2). These are
computed as the relative transformation between the two
global pose estimates at the time stamps of the two subsequent
stereo images. If the data from vehicle navigation does not
exactly correspond to the two time stamps, the required pose
is interpolated from the poses of the two nearest time stamps.
This constraint is formulated as
−1
Di,j = (vec(Zi,j × Ti−1 × Tj ))T Σ−1
× Tj ))
i,j (vec(Zi,j × Ti
(2)
where Zi,j is the transformation estimate from vehicle navigation, Ti and Tj are the homogenous poses at times i and j
where stereo images were taken, and vec() is a function that
returns a vector form of a transformation matrix, e.g. a matrix
logarithm returning an element of a Lie algebra, or in case of

g2o [13] the translation vector concatenated with a truncated
version of the quaternion representing rotation.
The covariance matrix Σi,j can be scaled by the time
between the two time stamps in question to express expected
navigation drift.
2) Depth Constraints: A one dimensional unary constraint
can be generated for depth. Specifically, it is assumed that
depth is expressed in the z axis of the global pose reported
by the vehicle navigation. The constraint is unary as it does
not depend on any other estimated value than the current pose
(e.g. another pose, or a tracked 3D point).
The constraint is formulated as
Ci =

(depth(Ti ) − zi )2
σi

(3)

where depth() simply extracts the value of z translation from
a homogenous transformation matrix, and zi is the measured
depth.
3) Gravity Vector Constraints: Another one dimensional
unary constraint can be generated for the direction of the
gravity vector. Again assuming that the gravity vector should
point down, which would be along the positive z direction
in global coordinates, it is possible to constrain the global
pose by a simple vector arc distance. Specifically, the angle
between the measured gravity vector (positive z = (0, 0, 1)T )
and estimated gravity vector should be minimized.
This constraint is formulated as
Gi =

(1 − (Ri zi ) · (0, 0, 1)T )2
σi

(4)

where Ri is the rotation part of the homogeneous transformation at time i, and zi is the sensed normalized gravity vector
in vehicle coordinates.
This function does not constrain rotation around the gravity
vector (yaw).
4) Heading Constraints: A final one dimensional unary
constraint can be generated for vehicle heading. Usually,
heading drifts considerably if no absolute reference exists, e.g.,
when only indirectly measured by gyroscopes. However, if an
electronic compass is used, the reading may be very noisy,
but absolutely referenced, which makes it useful again in the
context of our approach.
Assuming that the positive global x axis points due North
(e.g., in a North-East-Down system), a similar vector-based
constraint can be formulated to constrain only rotation around
gravity (in contrast to the previous constraint).
This constraint is formulated as
(1 − unit(I2x3 Ri (cos(zi ), sin(zi ), 0)t ) · (1, 0)T )2
Ni =
(5)
σi
where unit() outputs a normalized unit vector, I2x3 is a
rectangular identity matrix (diagonal is 1), Ri is again the
estimated vehicle rotation at time i, and zi is the measured
angle towards north in radians.

C. Motion Estimation
After assembling all constraints (visual or from vehicle
navigation), the corresponding correction of the vehicle motion
has to be computed.
A least-squares approach is used to solve for optimal pose
estimates (Ti above) given the constraints. Actually, only a
small number of past stereo observations and therefore poses
are used in this optimization phase, corresponding to a fixedlag smoothing framework. This methodology has shown the
best convergence and accuracy properties in practical tests.
Specifically, the Gauss-Newton solver of g2o [13] is used.
Due to the implementation being a research prototype, the
custom unary constraints introduced above were implemented
ad-hoc without analytic derivatives. Instead, the derivatives
were evaluated numerically during the optimization steps.
This incurred both additional computational cost and degraded
performance of the convergence. However, this did not seem
to affect the results negatively, as the method still runs in real
time on the embedded computer of an ATLAS SeaCat AUV.
In the results presented below, the number of past observations to optimize is set to 10. While this may result in a
rather large optimization problem, if each observation contains
multiple hundreds of control points, it does not adversely affect
the computational complexity as only a very small number of
iterations are necessary to arrive at a good result. Concretely,
only 5 iterations are performed in each step to achieve the
results presented below.
After the motion is computed, the new visual motion
estimate is used to update the current navigation estimate of
the vehicle. Also, new control points may be initialized with
the current observation if not enough points were successfully
tracked. This threshold was set at 150 successfully tracked
points.
III. E XPERIMENTS AND R ESULTS
A. Dataset
The experiment presented in this paper shows the performance of this approach on an underwater dataset recorded
using a high-resolution PointGrey Bumblebee2 stereo camera
mounted on an ATLAS SeaCat AUV. The data was recorded
near the shore in Biograd na Moru, Croatia, in October
2014. The data contains 3759 stereo image pairs, covering
a trajectory of 363.36 meters over a period of 33.46 minutes.
In this experiment, only the first 80 meters were used, as they
presented a good trajectory overlap to judge absolute error by
measuring offsets (see Fig. 4).
B. ATLAS SeaCat AUV
The SeaCat is a hybrid autonomous underwater vehicle (see
Fig. 3) made by ATLAS ELEKTRONIK GmbH (Germany,
Bremen). Its main purpose is to collect high-resolution data
of the seafloor and marine environments. The diversity of
tasks in this field requires a multitude of sensors to be placed
according to the individual needs. SeaCat offers solutions to
this requirement by offering an exchangeable payload section
at the bow of the vehicle – the SwapHead. Several SwapHeads

located in a waterproof housing, is connected to the bulkhead
by a FireWire cable using SubConn connectors. Inside the
vehicle, a computer with an Intel Core i5 CPU, 4 GB RAM and
300 GB SSD can run the visual navigation method proposed
here, and it also records the navigation and image data for
postprocessing.
C. Results

Fig. 3. The ATLAS SeaCat AUV at Biograd Na Moru, Croatia (left) and its
stereo camera payload (right).

can be preconfigured, so that they can be exchanged in the field
within minutes.
SeaCat can operate fully autonomously with a predefined
mission plan or an operator can remotely control the vehicle,
which is possible due to three possible bidirectional communication channels: Wi-Fi, a fibre-optic link and an acoustic
modem.
For this experiments the SeaCat prototype vehicle was used,
which, compared to the production version, differs slightly
in hardware. To gather images at the experiment site, where
multiple vehicles were in the water at the same time, a buoy
with a Wi-Fi station was connected via a short cable to
SeaCat’s fibre-optic port: This allows to remotely control the
vehicle via Wi-Fi, even when it is submerged.
SeaCat’s navigation software realizes a strapdown aided
inertial navigation system. It uses an inertial measurement unit
(iMAR iTNAV-06) that is supported by Doppler velocity log
(Teledyne RDI ExplorerDVL piston transducer), GPS (Garmin
GPS 15H sensor) and depth sensor data. GPS is used for the
determination of the initial position and for position updates
when the vehicle is at the surface; the DVL provides the
vehicle’s speed through water and relative to the bottom.
Integration and filtering of the speed vector makes it possible
to estimate the position with high accuracy when the SeaCat is
submerged. However, when submerged over a longer period of
time, or if GPS performance is degraded, e.g., due to weather
or nearby shore structures, the positioning estimate can drift
significantly. The results described below are compared to this
state of the art navigation solution and show the effective
improvement of taking into account visual feedback even with
such an advanced and proven navigation system.
The payload head is water-flooded and equipped with a
high-resolution multi-beam echo sounder (BlueView MB225045) and the PointGrey Bumblebee2 stereo camera (see right
image in Fig. 3). In this configuration, SeaCat has a length of
about 3.1 m and a weight in air of about 180 kg. The camera,

A Point Grey Bumblebee2 stereo camera recorded at a
frame rate of 2Hz, while the vehicle navigation outputs its
data at 5Hz. The trajectory traverses several different kinds
of terrains, ranging between the side of a rocky breakwater
where the maximum altitude was around 0.6m and rather
planar sandy sea floor with a maximum altitude of 3.2m. Note
that the SeaCat AUV was at the surface during the recording
of the segment of the dataset used here, which means that
the original vehicle navigation result to be improved upon
includes absolute GPS updates in addition to DVL, IMU, and
depth input. So, the navigation data that we compare against
is already of a very high quality. A 3D rendering of the final
map using only the vision-corrected navigation is shown in
figure 4.
Because of the physical characteristics of the Bumblebee2
stereo camera (baseline of 12cm), the depth accuracy at an
altitude of more than 2m was very poor. A larger baseline
or a higher resolution of the cameras would have increased
the accuracy. However, the presented visual navigation method
was able to maintain its visual track and still improve upon
the navigation performance under such conditions.
Two trajectory lengths were tested, one measuring 58.6m
and one measuring 75.9m. The start and end points for
both trajectories where identical and chosen to coincide with
distinctive natural landmarks. These easy to identify landmarks
served as a benchmark to measure the resulting trajectory
offset and thus for the estimation of the errors. Both trajectories contained the same large turn with a higher altitude
(up to 3.2m) that had a detrimental effect on the navigation
performance due to high noise in the stereo depth estimation.
The first trajectory measuring 58.6m started and ended at a
distinctively colored rock near the breakwater. The displacement of this landmark between the two observations at the
start and end of the trajectory was 0.22m given the enhanced
visual navigation. This is a relative error of 0.38% relative
to the total trajectory length. The state of the art navigation
method, including GPS, resulted in a displacement of 0.54m, a
relative error of 0.92% and 245% more than the visual method.
The second trajectory measuring 75.9m, slightly longer
than the previous one but containing more very fast moving,
close range structure and thus lower overlap, started and
ended at a distinctively shaped rock near the breakwater. The
displacement of this landmark was measured to be 0.52m using
the enhanced visual navigation, presenting a relative error of
0.68%. Note that the low overlap seems to have degraded
the performance somewhat. The traditional navigation method,
including GPS, resulted in a measured displacement of 1.17m,

Fig. 4. Views of the complete trajectory.

which is a relative error of 1.54% and 225% more than the
visual method.
IV. C ONCLUSION
This paper described a method to correct underwater vehicle
navigation by visual feedback online during a mission. It
builds on the well-known Lucas-Kanade tracker, which is
supplemented by the idea to use locally correct but globally
drifting navigation methods to forward project the expected
locations of the tracked features.
This allows the use of a significant lower update rate of
the visual input, here only 2 Hz, and thus also a significantly lowered amount of computation load and hence energy
consumption compared to state of the art visual trackers.

Furthermore, the approach allows the user a lot of freedom in
terms of which parts of an existing vehicle navigation methods
should be used and how much they should be trusted.
The presented experiments show that the method has superior performance in two test trajectories relative to the state
of the art navigation system of the vehicle that uses among
others input from DVL and even GPS.
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